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Transaction: 
 

Action, or series of actions, carried out by user or application, which accesses or changes 
contents of database. It Transforms database from one consistent state to another, although 
consistency may be violated during transaction 

 
 Logical unit of database processing that includes one or more access operations (read -retrieval, 

write - insert or update, delete). 
 
Transaction is an executing program forming a logical unit of database access operations that 

involves one or more database operations (read -retrieval, write - insert or update, delete). 
 
A transaction may be stand-alone set of operations specified in a high level language like SQL 

submitted interactively, or may be embedded within a program. 
 

A transaction must see a consistent database. 
 During transaction execution the database may be inconsistent. 
When the transaction is committed, the database must be consistent. 

 
Transaction boundaries: 

Begin and End transaction. 
 
An application program may contain several transactions separated by the Begin and End transaction 
boundaries. 
 
Two Basic operations are read and write 
 

1) read_item(X): Reads a database item named X into a program variable. To simplify our notation, 
we assume that the program variable is also named X. 

 
2) write_item(X): Writes the value of program variable X into the database item named X. 

 
Why Do We Need Transactions? 
 

x It’s all about fast query response time and correctness 
x DBMS is a multi-user systems 

� Many different requests 
� Some against same data items 

� Figure out how to interleave requests to shorten response time while guaranteeing correct result 
 
How does DBMS know which actions belong together?  

 Group database operations that must be performed together into transactions 
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 Either execute all operations or none 
 
READ AND WRITE OPERATIONS:    

 Basic unit of data transfer from the disk to the computer main memory is one block. In general, 
a data item (what is read or written) will be the field of some record in the database, although it may be 
a larger unit such as a record or even a whole block. 
 
read_item(X) command includes the following steps: 
 

1. Find the address of the disk block that contains item X. 
2. Copy that disk block into a buffer in main memory (if that disk block is not already in 

some main memory buffer). 
3. Copy item X from the buffer to the program variable named X.    

 
 

 
 
 
 
write_item(X) command includes the following steps: 
 

1. Find the address of the disk block that contains item X. 
2. Copy that disk block into a buffer in main memory (if that disk block is not already in some main 

memory buffer). 
3. Copy item X from the program variable named X into its correct location in the buffer. 
4. Store the updated block from the buffer back to disk (either immediately or at some later point 

in time).  
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Example Transactions: 
 
 
 
 
 
 
 
 
 
 
 
 Issues to deal with: 
 
o Failures of various kinds, such as hardware failures and system crashes 
o Concurrent execution of multiple transactions 
 
A transaction is an atomic unit of work that is either completed in its entirety or not done at all. For 
recovery purposes, the system needs to keep track of when the transaction starts, terminates, and 
commits or aborts. 
 
Transaction States 
 
A transaction can be in one of several states:  
 
Active - Reading and Writing data items ,if something wrong happens during reading and writing aborts 
to Failed. 
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Partially Committed - All reading and writing operations are done aborts to Failed when rollback occurs 
or committed when commit occurs. 
 
Committed - Transaction successfully completed and all write operations made permanent in the 
Database  
 
Failed - Transaction halted and all operations rolled back  
 
Terminated  - terminates either commits or failed  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
nt of database management systems 

ACID Properties 
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To preserve the integrity of data, the database system must ensure: 

 

Atomicity. Either all operations of the transaction are properly reflected in the database or none are. 

 

Consistency. Execution of a transaction in isolation preserves the consistency of the database. 

 

Isolation. Although multiple transactions may execute concurrently, each transaction must be unaware 
of other concurrently executing transactions. Intermediate transaction results must be hidden from 
other concurrently executed transactions. That is, for every pair of transactions Ti and Tj, it appears to Ti 
that either Tj finished execution before Ti started, or Tj started execution after Ti finished. 

 

Durability. After a transaction completes successfully, the changes it has made to the database persist, 
even if there are system failures. 

 

 Example of Fund Transfer 
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Transaction to transfer $50 from account A to account B: 

 

1. read( A) 

2. A:= A- 50 

3. write( A) 

4. read(B) 

5. B:= B+ 50 

6. write( B) 

 

Atomicity requirement : 

 

1. if the transaction fails after step 3 and before step 6, money will be “lost” leading to an 
inconsistent database state 

2. The system should ensure that updates of a partially executed transaction are not 
reflected in the database 

 

Durability requirement : 

   

 once the user has been notified that the transaction has completed (i.e., the transfer of the 
$50 has taken place), the updates to the database by the transaction must persist even if there are 
software or hardware failures. 

 

Consistency requirement : 

 

¾ the sum of A and B is unchanged by the execution of the transaction 
 

In general, consistency requirements include  

 

 Explicitly specified integrity constraints such as primary keys and foreign keys 
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 Implicit integrity constraints 

 A transaction must see a consistent database. 

 During transaction execution the database may be temporarily inconsistent. 

 When the transaction completes successfully the database must be consistent 

� Erroneous transaction logic can lead to inconsistency 
 

Isolation requirement : 

  

 if between steps 3 and 6, another transaction T2 is allowed to access the partially updated 
database, it will see an inconsistent database (the sum  A+B will be less than it should be). Isolation can 
be ensured trivially by running transactions serially, that is, one after the other. However, executing 
multiple transactions concurrently has significant benefits.  

 

Transaction states: 

 

Active state 

Partially committed state 

Committed state 

Failed state 

Terminated State  

 

� Recovery manager keeps track of the following operations: 
 

o begin_transaction: This marks the beginning of transaction execution. 
 

o read or write: These specify read or write operations on the database items that are 
executed as part of a transaction. 

 

www.studentsfocus.com



Sri Vidya College of Engineering and Technology  course material (Lecture Notes) 

CS6302 DATABASE MANAGEMENT SYSTEMS                                                                                           UNIT-3 

o end_transaction: This specifies that read and write transaction operations have ended 
and marks the end limit of transaction execution. 

� At this point it may be necessary to check whether the changes introduced by 
the transaction can be permanently applied to the database or whether the 
transaction has to be aborted because it violates concurrency control or for 
some other reason. 
 

o commit_transaction: This signals a successful end of the transaction so that any changes 
(updates) executed by the transaction can be safely committed to the database and will 
not be undone. 
  

o rollback (or abort): This signals that the transaction has ended unsuccessfully, so that 
any changes or effects that the transaction may have applied to the database must be 
undone.   

 

� Recovery techniques use the following operators: 
 

o undo: Similar to rollback except that it applies to a single operation rather than to a 
whole transaction. 
 

o redo: This specifies that certain transaction operations must be redone to ensure that all 
the operations of a committed transaction have been applied successfully to the 
database. 

 

Two Main Techniques 

 

� Deferred Update 

 

 No physical updates to db until after a transaction commits. 

 During the commit, log records are made then changes are made permanent on disk. 

 What if a Transaction fails? 

 No UNDO required 

REDO may be necessary if the changes have not yet been made permanent before the 
failure. 
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 Immediate Update 

 

Physical updates to db may happen before a transaction commits. 

All changes are written to the permanent log (on disk) before changes are made to the DB. 

What if a Transaction fails? 

After changes are made but before commit – need to UNDO the changes 

REDO may be necessary if the changes have not yet been made permanent before the 
failure 

 

Recovery based on Deferred Update 

 

 Deferred update  

 Changes are made in memory and after T commits, the changes are made permanent on disk. 

 Changes are recorded in buffers and in log file during T’s execution. 

 At the commit point, the log is force-written to disk and updates are made in database. 

 No need to ever UNDO operations because changes are never made permanent 

 REDO is needed if the transaction fails after the commit but before the changes are made on disk. 

 Hence the name is  NO UNDO/REDO algorithm 

 2 lists are maintained: 

Commit list: committed transactions since last checkpoint 

Active list: active transactions 

 REDO all write operations from commit list in order that they were written to the log 

 Active transactions are cancelled & must be resubmitted. 
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Recovery based on Immediate Update 

 

 Immediate update: 

 Updates to disk can happen at any time 

 But, updates must still first be recorded in the system logs (on disk) before changes are made to the 
database. 

 Need to provide facilities to UNDO operations which have affected the db 

 2 flavors of this algorithm 

 UNDO/NO_REDO recovery algorithm 

if the recovery technique ensures that all updates are made to the database on disk 
before T commits, we do not need to REDO any committed transactions 

UNDO/REDO recovery algorithm 

Transaction is allowed to commit before all its changes are written to the database 

o (Note that the log files would be complete at the commit point) 

 

 UNDO/REDO Algorithm 

� 2 lists maintained: 

 Commit list: committed transactions since last checkpoint 

 Active list: active transactions 

 UNDO all write operations of active transactions. 

 Undone in the reverse of the order in which they were written to the log 

 REDO all write operations of the committed transactions 

 In the order in which they were written to the log. 
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SERIALIZABILITY 

 Basic Assumption: 

 Each transaction preserves database consistency. 

 Thus serial execution of a set of transactions preserves database consistency 

 A (possibly concurrent) schedule is serializable if it is equivalent to a serial schedule. 

Different forms of schedule equivalence give rise to the notions of: 

1. Conflict Serializability 

2. View Serializability 

 

 Conflict Serializability 

Instructions Ii and Ij, of transactions Ti and Tj respectively, conflict if and only if there exists 
some item Q accessed by both Ii and Ij, and at least one of these instructions wrote Q. 

 

1. Ii = read( Q), Ij = read( Q). Ii and Ij don’t conflict. 

2. Ii = read( Q), Ij = write( Q). They conflict. 

3. Ii = write( Q), Ij = read( Q). They conflict. 

4. Ii = write( Q), Ij = write( Q). They conflict 

 

Intuitively, a conflict between Ii and Ij forces a temporal order between them. If 

Ii and Ij are consecutive in a schedule and they do not conflict, their results would remain the 
same even if they had been interchanged in the schedule. 

 If a schedule S can be transformed into a schedule S0 by a series of swaps of nonconflicting 
instructions, we say that S and S0 are conflict equivalent. 

 We say that a schedule Sis conflict serializable if it is conflict equivalent to a serial schedule. 
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Example of a schedule that is not conflict serializable: 

We are unable to swap instructions in the above schedule to obtain either the serial schedule < 
T3, T4 >, or the serial schedule < T4, T3 >. Schedule 3 below can be transformed into 
Schedule1, 

a serial schedule where T2 follows T1, by a series of swaps of non - conflicting instructions. 
Therefore Schedule 3 is conflict serializable 

 

 

 

 

 

 

View Serializability 

 

Let Sand S0 be two schedules with the same set of transactions. S and S0 are 

view equivalent if the following three conditions are met: 

1. For each data item Q, if transaction Ti reads the initial value of Q in schedule S, then 
transaction Ti must, in schedule S0, also read the initial value of Q. 

2. For each data item Q, if transaction Ti executes read( Q) in schedule S, and that value was 
produced by transaction Tj (if any), then transaction Ti must in schedule S0 also read the value 
of Q that was produced by transaction Tj. 
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3. For each data item Q, the transaction (if any) that performs the final write (Q) operation in 
schedule S must perform the final write (Q) operation in schedule S0  

 

As can be seen, view equivalence is also based purely on reads and writes alone. 

 A schedule S is view serializable if it is view equivalent to a serial schedule. 

 Every conflict serializable schedule is also view serializable. 

 

The following schedule is view-serializable but not conflict serializable 

 

Every view serializable schedule, which is not conflict serializable, has blind writes. 

 

 Precedence graph: It is a directed graph where the vertices are the transactions (names). We 
draw an arc from Ti to Tj if the two transactions conflict, and Ti accessed the data item on which 
the conflict arose earlier. We may label the arc by the item that was accessed. 

 

Example 1 

 

 

Example Schedule (Schedule A) 
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 Precedence Graph for Schedule A 

 

 

 Test for Conflict Serializability 

A schedule is conflict serializable if and only if its precedence graph is acyclic. Cycle-detection 
algorithms exist which take order n2 time, where n is the number of vertices in the graph. 

If precedence graph is acyclic, the serializability order can be obtained by a topological sorting 
of the graph. This is a linear order consistent with the partial order of the graph  

 

Test for View Serializability 
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The precedence graph test for conflict serializability must be modified to apply to a test for view 
serializability. 

Construct a labeled precedence graph. Look for an acyclic graph, which is derived from the 
labeled precedence graph by choosing one edge from every pair of edges with the same non-zero 
label. Schedule is view serializable if and only if such an acyclic graph can be found. 

The problem of looking for such an acyclic graph falls in the class of NPcomplete problems. 
Thus existence of an efficient algorithm is unlikely. However practical algorithms that just check 
some sufficient conditions for view serializability can still be used. 

 

Transaction Schedule:- 

 

x Transaction schedule or history: 
o When transactions are executing concurrently in an interleaved fashion, the order 

of execution of operations from the various transactions forms what is known as a 
transaction schedule (or history).  

x A schedule (or history) S of n transactions T1, T2, …, Tn: 
o It is an ordering of the operations of the transactions subject to the constraint that, 

for each transaction Ti that participates in S, the operations of T1 in S must appear 
in the same order in which they occur in T1. 

o Note, however, that operations from other transactions Tj can be interleaved with 
the operations of Ti in S.  

 

 

• T1: r(X); w(X); r(Y); w(Y); c 
• T2: r(X); w(X); c 

 

• Sample schedule: 
S: r1(X); r2(X); w1(X); r1(Y); w2(X); w1(Y); c1; c2 

 

Two operations conflict if they satisfy ALL three conditions: 

a. they belong to different transactions AND 
b. they access the same item AND 
c. at least one is a write_item()operation 

Ex.: 
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             S: r1(X); r2(X); w1(X); r1(Y); w2(X); w1(Y); 

 

A Schedule S of n transactions T1,T2,…Tn is said to be COMPLETE SCHEDULE if the 
following conditions hold: 

1. The operations in S are exactly those operations in T1,T2,…Tn including a commit or 
abort operation as the last operation for each transaction in the schedule. 

2. For any pair if operations from the same transaction  Ti,their order of appearance in  S is 
the same as their order in Ti. 

3. For any two conflicting operations ,one of the two must occur before the other in the 
schedule. 

Schedules classified on recoverability: 

 

Recoverable schedule: 

 

� One where no transaction needs to be rolled back.  
� A schedule S is recoverable if no transaction T in S commits until all 

transactions T’ that have written an item that T reads have committed. 
 

Cascade less schedule: 

 

One where every transaction reads only the items that are written by committed 
transactions. 

Schedules requiring cascaded rollback: 

A schedule in which uncommitted transactions that read an item from a failed transaction 
must be rolled back.  

      

 Strict Schedules: 

A schedule in which a transaction can neither read nor write an item X until the last 
transaction that wrote X has committed. All strict schedules are cascade less and all 
cascade less are recoverable schedules. 

 

www.studentsfocus.com



Sri Vidya College of Engineering and Technology  course material (Lecture Notes) 

CS6302 DATABASE MANAGEMENT SYSTEMS                                                                                           UNIT-3 

Schedules classified on Serializability:- 

 Serial schedule: 

� A schedule S is serial if, for every transaction T participating in the schedule, all the 
operations of T are executed consecutively in the schedule. 

� Otherwise, the schedule is called non serial schedule. 
Serializable schedule: 

� A schedule S is serializable if it is equivalent to some serial schedule of the same n 
transactions. 
 

Assumption: Every serial schedule is correct 

 

Goal: Like to find non-serial schedules which are also correct, because in serial schedules one 
transaction have to wait for another transaction to complete, Hence serial schedules are 
unacceptable in practice. 

 

Result equivalent: 

 Two schedules are called result equivalent if they produce the same final state of the 
database.Problem: May produce same result by accident! 

 

S1                                                                              S2 

read_item(X);                                                      read_item(X); 

X:=X+10;                                                              X:=X*1.1; 

 write_item(X);                                                      write_item(X); 

 

Conflict equivalent: 

 

 Two schedules are said to be conflict equivalent if the order of any two conflicting 
operations is the same in both schedules. 
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Conflict serializable: 

                   A schedule S is said to be conflict serializable if it is conflict equivalent to some 
serial schedule S’.                                                                                                                                                      
Can reorder the non-conflicting operations to improve efficiency 

 

Non-conflicting operations: 

x Reads and writes from same transaction 
x Reads from different transactions 
x Reads and writes from different transactions on different data items 

 

Conflicting operations: 

x Reads and writes from different transactions on same data item 
 

Test for Serializability:- 

 

•      Construct a directed graph, precedence graph, G = (V, E) 
– V: set of all transactions participating in schedule 
– E: set of edges Ti o Tj for which one of the following holds: 

• Ti executes a write_item(X) before Tj executes read_item(X) 
• Ti executes a read_item(X) before Tj executes write_item(X) 
• Ti executes a write_item(X) before Tj executes write_item(X) 

• An edge Ti o Tj means that in any serial schedule equivalent to S, Ti must come before 
Tj  

• If G has a cycle, than S is not conflict serializable 
• If not, use topological sort to obtain serialiazable schedule (linear order consistent with 

precedence order of graph) 
 

x Precedence graph for serial schedule A. 
x Precedence graph for serial schedule B. 
x Precedence graph for schedule C (not serializable).  
x Precedence graph for schedule D (serializable, equivalent to schedule A). 
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View equivalence:  

                                A less restrictive definition of equivalence of schedules   

View serializability: 

                                 definition of serializability based on view equivalence. A schedule is view 
serializable  if it is  view equivalent to a serial schedule.  

 

Two schedules are said to be view equivalent if the following three conditions hold: 

1. The same set of transactions participates in S and S’, and S and S’ include the same 
operations of those transactions. 

2. For any operation Ri(X) of Ti in S, if the value of X read by the operation has been 
written by an operation Wj(X) of Tj (or if it is the original value of X before the schedule 
started), the same condition must hold for the value of X read by operation Ri(X) of Ti in 
S’. 

3. If the operation Wk(Y) of Tk is the last operation to write item Y in S, then Wk(Y) of Tk 
must also be the last operation to write item Y in S’.  
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The premise behind view equivalence: 

 

• As long as each read operation of a transaction reads the result of the same write 
operation in both schedules, the write operations of each transaction musr produce the 
same results. 

• “The view”: the read operations are said to see the the same view in both schedules.  
 

Relationship between view and conflict equivalence: 

 

• The two are same under constrained write assumption which assumes that if T writes 
X, it is constrained by the value of X it read; i.e., new X  = f(old X) 

• Conflict serializability is stricter than view serializability. With unconstrained write (or 
blind write), a schedule that is view serializable is not necessarily conflict serialiable. 

• Any conflict serializable schedule is also view serializable, but not vice versa.  
Consider the following schedule of three transactions  

T1: r1(X), w1(X);  T2: w2(X);  and   T3: w3(X): 

Schedule Sa: r1(X); w2(X); w1(X); w3(X); c1; c2; c3; 

 

In Sa, the operations w2(X) and w3(X) are blind writes, since T1 and T3 do not read the value of 
X.  

 

Sa is view serializable, since it is view equivalent to the serial schedule T1, T2, T3. However, Sa 

is not conflict serializable, since it is not conflict equivalent to any serial schedule. 
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Introduction to Concurrency 

 

What is concurrency?  

Concurrency in terms of databases means allowing multiple users to access the data 
contained within a database at the same time. If concurrent access is not managed by the 
Database Management System (DBMS) so that simultaneous operations don't interfere with one 
another problems can occur when various transactions interleave, resulting in an inconsistent 
database.  

Concurrency is achieved by the DBMS, which interleaves actions (reads/writes of DB objects) 
of various transactions. Each transaction must leave the database in a consistent state if the DB is 
consistent when the transaction begins. Concurrent execution of user programs is essential for 
good DBMS performance. Because disk accesses are frequent, and relatively slow, it is 
important to keep the CPU humming by working on several user programs concurrently. 
Interleaving actions of different user programs can lead to inconsistency: e.g., check is cleared 
while account balance is being computed. DBMS ensures such problems don’t arise: users can 
pretend they are using a single-user system.  

 

 

Purpose of Concurrency Control 

o To enforce Isolation (through mutual exclusion) among conflicting transactions.  
o To preserve database consistency through consistency preserving execution of 

transactions. 
o To resolve read-write and write-write conflicts. 

 

Example: In concurrent execution environment if T1 conflicts with T2 over a data item A, then 
the existing concurrency control decides if T1 or T2 should get the A and if the other transaction 
is rolled-back or waits. 

 

Timestamp based concurrency control algorithm 

               

Timestamp 
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x A monotonically increasing variable (integer) indicating the age of an 
operation or a transaction.  A larger timestamp value indicates a more 
recent event or operation. 

x Timestamp based algorithm uses timestamp to serialize the execution of 
concurrent transactions. 

Basic Timestamp Ordering 

  1.  Transaction T issues a write_item(X) operation: 

x If read_TS(X) > TS(T) or if write_TS(X) > TS(T), then an younger 
transaction has already read the data item so abort and roll-back T and 
reject the operation. 

x If the condition in part (a) does not exist, then execute write_item(X) of T 
and set write_TS(X) to TS(T). 

 

 

2.  Transaction T issues a read_item(X) operation: 

x If write_TS(X) > TS(T), then an younger transaction has already written to 
the data item so abort and roll-back T and reject the operation. 

x If write_TS(X) d TS(T), then execute read_item(X) of T and set 
read_TS(X) to the larger of TS(T) and the current read_TS(X). 

 

Strict Timestamp Ordering 

1.  Transaction T issues a write_item(X) operation: 

x If TS(T) > read_TS(X), then delay T until the transaction T’ that wrote or 
read X has terminated (committed or aborted). 

2.  Transaction T issues a read_item(X) operation: 

x If TS(T) > write_TS(X), then delay T until the transaction T’ that wrote or 
read X has terminated (committed or aborted). 

 

  Multiversion concurrency control techniques 

o This approach maintains a number of versions of a data item and allocates the 
right version to a read operation of a transaction.  Thus unlike other mechanisms a 
read operation in this mechanism is never rejected. 

o Side effect: 
� Significantly more storage (RAM and disk) is required to maintain 

multiple versions.  To check unlimited growth of versions, a garbage 
collection is run when some criteria is satisfied. 

www.studentsfocus.com



Sri Vidya College of Engineering and Technology  course material (Lecture Notes) 

CS6302 DATABASE MANAGEMENT SYSTEMS                                                                                           UNIT-3 

o This approach maintains a number of versions of a data item and allocates the 
right version to a read operation of a transaction. 

� Thus unlike other mechanisms a read operation in this mechanism is never 
rejected. 

 

Multiversion technique based on timestamp ordering 

x Assume X1, X2, …, Xn are the version of a data item X created by a write operation of 
transactions.  With each Xi a read_TS (read timestamp) and a write_TS (write 
timestamp) are associated. 
 

read_TS(Xi):  The read timestamp of Xi is the largest of all the timestamps of 
transactions that have successfully read version Xi. 

write_TS(Xi):  The write timestamp of Xi that wrote the value of version Xi. 

 

A new version of Xi is created only by a write operation. 

 

To ensure serializability, the following two rules are used. 

 

1. . If transaction T issues write_item (X) and version i of X has the highest 
write_TS(Xi) of all versions of X that is also less than or equal to TS(T), and read 
_TS(Xi) > TS(T), then abort and roll-back T; otherwise create a new version Xi and 
read_TS(X) = write_TS(Xj) = TS(T). 
2. If transaction T issues read_item (X), find the version i of X that has the highest 
write_TS(Xi) of all versions of X that is also less than or equal to TS(T), then return the 
value of Xi to T, and set the value of read _TS(Xi) to the largest of TS(T) and the current 
read_TS(Xi). 
 

Rule 2 guarantees that a read will never be rejected. 

 

Multiversion Two-Phase Locking Using Certify Locks 

x Concept 
o Allow a transaction T’ to read a data item X while it is write locked by a 

conflicting transaction T. 
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o This is accomplished by maintaining two versions of each data item X where one 
version must always have been written by some committed transaction.  This 
means a write operation always creates a new version of X. 

Multiversion Two-Phase Locking Using Certify Locks 

� Steps 
1. X is the committed version of a data item. 
2. T creates a second version X’ after obtaining a write lock on X. 
3. Other transactions continue to read X. 
4. T is ready to commit so it obtains a certify lock on X’. 
5. The committed version X becomes X’. 
6. T releases its certify lock on X’, which is X now. 

 

 

 

 

Compatibility tables for basic 2pl and 2pl with certify locks:- 

 

 

 

 

 

Note: 

x In multiversion 2PL read and write operations from conflicting transactions can be 
processed concurrently.   

x This improves concurrency but it may delay transaction commit because of obtaining 
certify locks on all its writes.  It avoids cascading abort but like strict two phase locking 
scheme conflicting transactions may get deadlocked. 

 

Validation (Optimistic) Concurrency Control Schemes 

 

Read  Write
yes     no
no     no

Read
Write

Read  Write   Certify
yes     no         no
no     no         no
no     no         no

Read
Write
Certify
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x In this technique only at the time of commit serializability is checked and transactions 
are aborted in case of non-serializable schedules. 

x Three phases: 
1. Read phase 
2. Validation phase 
3. Write phase 

1. Read phase:  

A transaction can read values of committed data items.  However, updates are applied 
only to local copies (versions) of the data items (in database cache). 

 

2.Validation phase: Serializability is checked before transactions write their updates to the 
database. 

o This phase for Ti checks that, for each transaction Tj that is either committed or is 
in its validation phase, one of the following conditions holds: 

� Tj completes its write phase before Ti starts its read phase. 
� Ti starts its write phase after Tj completes its write phase, and the read_set 

of Ti has no items in common with the write_set of Tj 
� Both the read_set and write_set of Ti have no items in common with the 

write_set of Tj, and Tj completes its read phase. 
� When validating Ti, the first condition is checked first for each transaction 

Tj, since (1) is the simplest condition to check.  If (1) is false then (2) is 
checked and if (2) is false then (3 ) is checked.  If none of these conditions 
holds, the validation fails and Ti is aborted. 

 

3.Write phase: On a successful validation transactions’ updates are applied to the database; 
otherwise, transactions are restarted. 
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LOCK 

Definition :  Lock is a variable associated with data item which gives the status whether the 
possible operations can be applied on it or not. 

Two-Phase Locking Techniques: 

Binary locks: Locked/unlocked 

                                                       The simplest kind of lock is a binary on/off lock. This can be 
created by storing a lock bit with each database item. If the lock bit is on (e.g. = 1) then the item 
cannot be accessed by any transaction either for reading or writing, if it is off (e.g. = 0) then the 
item is available. Enforces mutual exclusion 

 

Binary locks are: 

x Simple but are restrictive.   
x Transactions must lock every data item that is read or written 
x No data item can be accessed concurrently 

 

Locking is an operation which secures  

(a) permission to Read 

(b) permission to Write a data item for a transaction.   

Example: Lock (X).  Data item X is locked in behalf of the requesting transaction.  

Unlocking is an operation which removes these permissions from the data item.   

Example:Unlock (X): Data item X is made available to all other transactions. 

• Lock and Unlock are Atomic operations. 
• Lock Manager:  
                        Managing locks on data items. 

• Lock table:  
• Lock manager uses it to store the identify of transaction locking a data item, the data 

item, lock mode . One simple way to implement a lock table is through linked list. 
                              < locking_transaction ,data item, LOCK  > 

 

The following code performs the lock operation: 
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B: if LOCK (X) = 0 (*item is unlocked*) 

 then LOCK (X) m 1 (*lock the item*) 

 else begin 

  wait (until lock (X) = 0) and 

  the lock manager wakes up the transaction); 

 goto B 

 end; 

 

The following code performs the unlock operation: 

 

 LOCK (X) m 0 (*unlock the item*) 

 if any transactions are waiting then 

  wake up one of the waiting the transactions; 

 

Multiple-mode locks: Read/write 

– a.k.a. Shared/Exclusive 
• Three operations 

– read_lock(X) 
– write_lock(X) 
– unlock(X) 

• Each data item can be in one of three lock states 
– Three locks modes: 

• (a) shared (read)  (b) exclusive (write)   (c) unlock(release) 
– Shared mode:  shared lock (X) 

      More than one transaction can apply share lock on X for reading its value 
but no write lock can be applied on X by any other transaction. 

– Exclusive mode: Write lock (X) 
     Only one write lock on X can exist at any time and no shared lock can be 
applied by any other transaction on X. 
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     _     Unlock  mode: Unlock(X) 

      After reading or writing the corresponding transaction releases by         
issuing this. 

 

The rules for multiple-mode locking schemes are a transaction T:  

x Issue a read_lock(X) or a write_lock(X) before read(X) 
x Issue a write_lock(X) before write(X) 
x Issue an unlock(X) after all read(X) and write(X) are finished 

 

The transaction T 

x Will not issue read_lock (X) or write_lock(X) if it already holds a lock on X 
x Will not issue unlock(X) unless it already holds a lock on X 

 

Lock table:  

Lock manager uses it to store the identify of transaction locking a data item, 
the data item, lock mode and no of transactions that are currently reading the 
data item . It looks like as below 

                              <data item,read_ LOCK,nooftransactions,transaction id  > 

 

This protocol isn’t enough to guarantee serializability. If locks are released too early, you can 
create problems. This usually happens when a lock is released before another lock is acquired. 

 

The following code performs the read operation: 

  

B: if LOCK (X) = “unlocked” then 

begin LOCK (X) m “read-locked”; 

 no_of_reads (X) m 1; 

end 

else if LOCK (X) m “read-locked” then 
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       no_of_reads (X) m no_of_reads (X) +1 

 else  begin wait (until LOCK (X) = “unlocked” and 

   the lock manager wakes up the transaction); 

    go to B 

end; 

 

The following code performs the write lock operation: 

  

B: if LOCK (X) = “unlocked” then 

                 LOCK (X) m “write-locked”; 

                 else  begin wait (until LOCK (X) = “unlocked” and 

     the lock manager wakes up the transaction); 

     go to B 

  end; 

 

The following code performs the unlock operation: 

 if LOCK (X) = “write-locked” then 

begin LOCK (X) m “unlocked”; 

  wakes up one of the transactions, if any 

end 

else if LOCK (X) m “read-locked” then 

 begin 

       no_of_reads (X) m no_of_reads (X) -1 

       if  no_of_reads (X) = 0 then      

       begin 
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   LOCK (X) = “unlocked”; 

  wake up one of the transactions, if any 

       end 

 end; 

Lock conversion: 

 

Lock upgrade: existing read lock to write lock 

if Ti has a read-lock (X) and Tj has no read-lock (X) (i z j) then convert read-lock (X) to 
write-lock (X) 

else 

force Ti to wait until Tj unlocks X 

 

Lock downgrade: existing write lock to read lock 

Ti has a write-lock (X)    (*no transaction can have any lock on X*) 

convert write-lock (X) to read-lock (X) 
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Two-Phase Locking Techniques: The algorithm 

The timing of locks is also important in avoiding concurrency problems. A simple requirement to 
ensure transactions are serializable is that all read and write locks in a transaction are issued 
before the first unlock operation known as a two-phase locking protocol. 

Transaction divided into 2 phases: 

x growing - new locks acquired but none released 
x shrinking - existing locks released but no new ones acquired 

 

During the shrinking phase no new locks can be acquired! 

– Downgrading ok 
– Upgrading is not 

 

Rules of 2PL are as follows: 

x If T wants to read an object it needs a read_lock 
x If T wants to write an object, it needs a write_lock 
x Once a lock is released, no new ones can be acquired. 

 

The 2PL protocol guarantees serializability 

x Any schedule of transactions that follow 2PL will be serializable 
x We therefore do not need to test a schedule for serializability 

 

But, it may limit the amount of concurrency since transactions may have to hold onto locks 
longer than needed, creating the new problem of deadlocks. 

Two-Phase Locking Techniques: The algorithm 

 

Here is a example  without 2PL:- 

  

 T1   T2      Result 

 read_lock (Y);  read_lock (X);     Initial values: X=20; Y=30 
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 read_item (Y);  read_item (X);     Result of serial execution 

 unlock (Y);  unlock (X);     T1 followed by T2  

 write_lock (X); Write_lock (Y);     X=50, Y=80. 

 read_item (X);  read_item (Y);     Result of serial execution 

 X:=X+Y;  Y:=X+Y;    T2 followed by T1  

 write_item (X); write_item (Y);     X=70, Y=50 

 unlock (X);  unlock (Y); 

                  T1        T2                    Result 

 read_lock (Y);        X=50; Y=50 

 read_item (Y);        Nonserializable because it. 

 unlock (Y);        violated two-phase policy. 

   read_lock (X);   

   read_item (X);      

   unlock (X);   

   write_lock (Y);  

   read_item (Y); 

   Y:=X+Y; 

   write_item (Y); 

   unlock (Y); 

 write_lock (X); 

 read_item (X);  

 X:=X+Y; 

 write_item (X); 

 unlock (X); 

Here is a example  with 2PL:- 
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                  T’1   T’2             Result 

 read_lock (Y);  read_lock (X);                       T1 and T2 follow two-phase 

 read_item (Y);  read_item (X);                  policy but they are subject to 

 write_lock (X); Write_lock (Y);            deadlock, which must be 

 unlock (Y);  unlock (X);                         dealt with. 

 read_item (X);  read_item (Y);  

 X:=X+Y;  Y:=X+Y;       

 write_item (X); write_item (Y);  

 unlock (X);  unlock (Y); 

 

Two-phase policy generates four locking algorithms:- 

 

1. BASIC 
2. CONSERVATIVE 
3. STRICT 
4. RIGOUROUS 
 

• Previous technique knows as basic 2PL 
• Conservative 2PL (static) 2PL: Lock all items needed BEFORE  execution begins by 

predeclaring its read and write set 
– If any of the items in read or write set is already locked (by other transactions), 

transaction waits (does not acquire any locks) 
– Deadlock free but not very realistic 

• Strict 2PL: Transaction does not release its write locks until AFTER it aborts/commits 
– Not deadlock free but guarantees recoverable schedules (strict schedule: 

transaction can neither read/write X until last transaction that wrote X has 
committed/aborted) 

– Most popular variation of 2PL 
• Rigorous 2PL: No lock is released until after abort/commit 

Transaction is in its expanding phase until it ends 

The Two-Phase Locking Protocol 

www.studentsfocus.com



Sri Vidya College of Engineering and Technology  course material (Lecture Notes) 

CS6302 DATABASE MANAGEMENT SYSTEMS                                                                                           UNIT-3 

 Introduction 

This is a protocol, which ensures conflict-serializable schedules. 

Phase 1: Growing Phase 

– Transaction may obtain locks. 

– Transaction may not release locks. 

Phase 2: Shrinking Phase 

– Transaction may release locks. 

– Transaction may not obtain locks. 

– The protocol assures serializability. It can be proved that the transactions 

can be serialized in the order of their lock points. 

– Lock points: It is the point where a transaction acquired its final lock. 

– Two-phase locking does not ensure freedom from deadlocks 

– Cascading rollback is possible under two-phase locking. 

– There can be conflict serializable schedules that cannot be obtained if 

two-phase locking is used. 

Given a transaction Ti that does not follow two-phase locking, we can find a 

transaction Tj that uses two-phase locking, and a schedule for Ti and Tj that is not 

conflict serializable. 

Lock Conversions 

Two-phase locking with lock conversions: 

First Phase: 

_ can acquire a lock-S on item 

_ can acquire a lock-X on item 

_ can convert a lock-S to a lock-X (upgrade) 

Second Phase: 
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_ can release a lock-S 

_ can release a lock-X 

_ can convert a lock-X to a lock-S (downgrade) 

This protocol assures serializability. But still relies on the programmer to insert 

the various locking instructions. 

 Automatic Acquisition of Locks 

A transaction Ti issues the standard read/write instruction, without explicit locking calls. 

The operation read( D) is processed as: 

if Ti has a lock on D 

then 

read( D) 

else 

begin 

if necessary wait until no other 

transaction has a lock-X on D 

grant Ti a lock-S on D; 

read( D) 

end; 

write( D) is processed as: 

if Ti has a lock-X on D 

then 

write( D) 

else 

begin 

if necessary wait until no other trans. has any lock on D, 
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if Ti has a lock-S on D 

then 

upgrade lock on Dto lock-X 

else 

grant Ti a lock-X on D 

write( D) 

end;All locks are released after commit or abort 

 

 Graph-Based Protocols 

It is an alternative to two-phase locking. 

Impose a partial ordering on the set D = f d1, d2 , ..., dhg of all data items. 

If di! dj, then any transaction accessing both di and dj must access di before accessing dj. 

Implies that the set D may now be viewed as a directed acyclic graph, called a database 
graph. 

 Tree-protocol is a simple kind of graph protocol. 

Tree Protocol 

Only exclusive locks are allowed. 

 The first lock by Ti may be on any data item. Subsequently, Ti can lock a data item Q, 
only if Ti currently locks the parent of Q. 

 Data items may be unlocked at any time. 

 A data item that has been locked and unlocked by Ti cannot subsequently be re-locked 
by Ti. 

 The tree protocol ensures conflict serializability as well as freedom from deadlock. 

 Unlocking may occur earlier in the tree-locking protocol than in the twophase locking 
protocol. 

 However, in the tree-locking protocol, a transaction may have to lock data items that it 
does not access. 
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 Increased locking overhead, and additional waiting time.  Schedules not possible under 
two-phase locking are possible under tree 

protocol, and vice versa. 

Granularity of data items and Multiple Granularity Locking 

x A lockable unit of data defines its granularity. Granularity can be coarse (entire 
database) or it can be fine (a tuple or an attribute of a relation).   

x Data item granularity significantly affects concurrency control performance. Thus, 
the degree of concurrency is low for coarse granularity and high for fine granularity.   

x Example of data item granularity: 
1. A field of a database record (an attribute of a tuple) 
2. A database record (a tuple or a relation) 
3. A disk block 
4. An entire file 
5. The entire database 

 

� The following diagram illustrates a hierarchy of granularity from coarse (database) to fine 
(record). 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
To manage such hierarchy, in addition to read and write, three additional locking modes, 
called intention lock modes are defined: 

o Intention-shared (IS): indicates that a shared lock(s) will be requested on some 
descendent nodes(s). 

o Intention-exclusive (IX): indicates that an exclusive lock(s) will be requested on 
some descendent node(s). 

o Shared-intention-exclusive (SIX): indicates that the current node is locked in 
shared mode but an exclusive lock(s) will be requested on some descendent 
nodes(s). 

DB

f1 f2

p11             p12        ...       p1n

r111 ... r11j r111 ... r11j r111 ... r11j r111 ... r11j r111 ... r11j r111 ... r11j

p11             p12        ...       p1n
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These locks are applied using the following compatibility matrix: 

 

 

 

 

 

 

 

� The set of rules which must be followed for producing serializable schedule are 
1. The lock compatibility must adhered to. 
2. The root of the tree must be locked first, in any mode.. 
3. A node N can be locked by a transaction T in S or IX mode only if the parent 

node is already locked by T in either IS or IX mode. 
4. A node N can be locked by T in X, IX, or SIX mode only if the parent of N is 

already locked by T in either IX or SIX mode. 
5. T can lock a node only if it has not unlocked any node (to enforce 2PL policy). 
6. T can unlock a node, N, only if none of the children of N are currently locked by 

T. 
 

Granularity of data items and Multiple Granularity Locking: An example of a serializable 
execution: 

T1                          T2                                   T3 

IX(db) 

IX(f1) 

                             IX(db) 

                                                                     IS(db) 

                                                                     IS(f1) 

                                                                     IS(p11) 

IX(p11) 

IS       IX       S       SIX     X
yes  yes      yes    yes      no
yes  yes      no      no       no
yes  no       yes     no       no
yes  no       no      no       no
no  no       no      no       no

IS
IX
S
SIX
X
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X(r111) 

                            IX(f1) 

                            X(p12) 

                                                                    S(r11j) 

IX(f2) 

IX(p21) 

IX(r211) 

Unlock (r211) 

Unlock (p21) 

Unlock (f2) 

                                                                   S(f2) 

 

DEAD LOCKS:- 

Two Problems with Locks 

– Deadlock 
– Starvation 

Dead locks occurs when each transaction Ti in a set of two or more is waiting on an item locked 
by some other transaction Tj in the set 

Dead lock example: 

 T’1   T’2   

 read_lock (Y);    T1 and T2 did follow two-phase 

 read_item (Y);    policy but they are deadlock 

    read_lock (X);  

    read_item (X);        

 write_lock (X);   

 (waits for X)  write_lock (Y); 
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    (waits for Y) 

   

Deadlock Prevention 

 

• Locking as deadlock prevention leads to very inefficient schedules (e.g., conservative 
2PL) 

• Better, use transaction timestamp TS(T) 
– TS is unique identifier assigned to each transaction 
– if T1 starts before T2, then TS(T1) < TS(T2) (older has smaller timestamp value) 
– Wait-die and wound-wait schemes 

 

Wait-Die Scheme 

• Assume Ti tries to lock X which is locked by Tj 
• If TS(Ti) < TS(Tj) (Ti older than Tj), then Ti is allowed to wait 
• Otherwise, Ti younger than Tj, abort Ti (Ti dies) and restart later with SAME timestamp 
• Older transaction is allowed to wait on younger transaction 
• Younger transaction requesting an item held by older transaction is aborted and restarted 

 

 

Wound-Wait Scheme 

 

• Assume Ti tries to lock X which is locked by Tj 
• If TS(Ti) < TS(Tj) (Ti older than Tj), abort Tj (Ti wounds Tj) and restart later with 

SAME timestamp 
• Otherwise, Ti younger than Tj, Ti is allowed to wait 
• Younger transaction is allowed to wait on older transaction 
• Older transaction requesting item held by younger transaction preempts younger one by 

aborting it 
• Both schemes abort younger transaction that may be involved in deadlock 
• Both deadlock free but may cause needless aborts 

 

More Deadlock Prevention 

• Waiting schemes (require no timestamps) 
• No waiting: if transaction cannot obtain lock, aborted immediately and restarted after 

time t needless restarts 
• Cautious waiting:  
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– Suppose Ti tries to lock item X which is locked by Tj 
– If Tj is not blocked, Ti is blocked and allowed to wait 
– O.w. abort Ti 
– Cautious waiting is deadlock-free 

Deadlock Detection 

• DBMS checks if deadlock has occurred 
– Works well if few short transactions with little interference 
– O.w., use deadlock prevention 

• Two approaches to deadlock detection: 
1. Wait-for graph  

– If cycle, abort one of the transactions (victim selection) 
2. Timeouts 

 

Starvation 

• Transaction cannot continue for indefinite amount of time while others proceed normally 
• When? Unfair waiting scheme with priorities for certain transactions E.g., in deadlock 

detection, if we choose victim always based on cost factors, same transaction may always 
be picked as victim 

– Include rollbacks in cost factor 
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