
STU
D
EN

TSFO
C
U
S.C

O
M

CS8492 DATABASE MANAGEMENT SYSTEMS UNIT I            
 

1  

UNIT I RELATIONAL DATABASES                     10 
 

 Purpose of Database System – Views of data – Data Models – Database System Architecture – Introduction to 

relational databases – Relational Model – Keys – Relational Algebra – SQL fundamentals – Advanced SQL features – 

Embedded SQL– Dynamic SQL  
 

PURPOSE OF DATABASE SYSTEM 

The typical file processing system is supported by a conventional operating system. The 

system stores permanent records in various files, and it needs different application programs to 

extract records from, and add records to, the appropriate files. 

A file processing system has a number of major disadvantages. 

1.Data redundancy and inconsistency: 

In file processing, every user group maintains its own files for handling its data 

processing applications. 

Example: 

Consider the UNIVERSITY database. Here, two groups of users might be the course 

registration personnel and the accounting office. The accounting office also keeps data on 

registration and related billing information, whereas the registration office keeps track of student 

courses and grades. Storing the same data multiple times is called data redundancy. This 

redundancy leads to several problems. 

•Need to perform a single logical update multiple times. 

•Storage space is wasted. 

•Files that represent the same data may become inconsistent. 

Data inconsistency is the various copies of the same data may no larger Agree. 

Example: 

One user group may enter a student's birth date erroneously as JAN-19-1984, whereas the 

other user groups may enter the correct value of JAN-29-1984. 2.Difficulty in accessing data 

File processing environments do not allow needed data to be retrieved in a convenient and 

efficient manner. 

Example: 

Suppose that one of the bank officers needs to find out the names of all customers who 

live within a particular area. The bank officer ha„ now two choices: cither obtain the list of all 

customers and extract the needed information manually or ask a system programmer to write the 

necessary application program. Both alternatives are obviously unsatisfactory. Suppose that such 

a program is written, and that, several days later, the same officer needs to trim that list to 
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include only those customers who have an account balance of $10,000 or more. A program to 

generate such a list does not exist. Again, the officer has the preceding two options, neither of 

which is satisfactory. 

3. Data isolation 

Because data are scattered in various files, and files may be in different formats, writing 

new application programs to retrieve the appropriate data is difficult. 

4. Integrity problems 

The data values stored in the database must satisfy certain types of consistency 

constraints.  

Example: 

The balance of certain types of bank accounts may never fall below a prescribed 

amount . Developers enforce these constraints in the system by addition appropriate code in 

the various application programs 

5. Atomicity problems 

Atomic means the transaction must happen in its entirety or not at all. It is difficult to 

ensure atomicity in a conventional file processing system. 

Example: 

Consider a program to transfer $50 from account A to account B. If a system failure 

occurs during the execution of the program, it is possible that the $50 was removed from 

account A but was not credited to account B, resulting in an inconsistent database state. 

6. Concurrent access anomalies 

For the sake of overall performance of the system and faster response, many systems allow 

multiple users to update the data simultaneously. In such an environment, interaction of 

concurrent updates is possible and may result in inconsistent data. To guard against this 

possibility, the system must maintain some form of supervision. But supervision is difficult to 

provide because data may be accessed by many different application programs that have not been 

coordinated previously. 

Example: 

 When several reservation clerks try to assign a seat on an airline flight, the system 

should ensure that each seat can be accessed by only one clerk at a time for assignment to a 

passenger. 

7. Security problems 
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Enforcing security constraints to the file processing system is difficult 
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VIEWS OF DATA 

A major purpose of a database system is to provide users with an abstract view of the data 

i.e the system hides certain details of how the data are stored and maintained. 

Views have several other benefits. 

•Views provide a level of security. Views can be setup to exclude data that some users should 

not see. 

•Views provide a mechanism to customize the appearance of the database. 

•A view can present a consistent, unchanging picture of the structure of the database, even if the 

underlying database is changed. 

The ANSI / SPARC architecture defines three levels of data abstraction. 

•External level / logical level 

•Conceptual level 

•Internal level / physical level 

The objectives of the three level architecture are to separate each user's view of the database 

from the way the database is physically represented. 

External level 

The users' view of the database External level describes that part of the database that is 

relevant to each user. 

The external level consists of a number of different external views of the database. Each 

user has a view of the 'real world' represented in a form that is familiar for that user. The external 

view includes only those entities, attributes, and relationships in the real world that the user is 

interested in. 

The use of external models has some very major advantages, 

•Makes application programming much easier. 

•Simplifies the database designer's task. 

•Helps in ensuring the database security. 

 

Conceptual level 
 
               The community view of the database conceptual level describes what data is stored in the database and the  

 

relationships among the data.  
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The middle level in the three level architecture is the conceptual level. This level 

contains the logical structure of the entire database as seen by the DBA. It is a complete view 

of the data requirements of the organization that is independent of any storage 

considerations. The conceptual level represents: 

•All entities, their attributes and their relationships 

•The constraints on the data 

•Semantic information about the data 

•Security and integrity information. 

The conceptual level supports each external view. However, this level must not contain any 

storage dependent details. For instance, the description of an entity should contain only data 

types of attributes and their length, but not any storage consideration such as the number of bytes 

occupied. 

Internal level 

The physical representation of the database on the computer Internal level describes how 

the data is stored in the database. 

The internal level covers the physical implementation of the database to achieve optimal runtime 

performance and storage space utilization. It covers the data structures and file organizations 

used to store data on storage devices.The internal level is concerned with 

•Storage space allocation for data and indexes. 

•Record descriptions for storage 

•Record placement. 

•Data compression and data encryption techniques. 

•Below the internal level there is a physical level that may be managed by the operating system 

under the direction of the DBMS 

Physical level 

The physical level below the DBMS consists of items only the operating system knows 

such as exactly how the sequencing is implemented and whether the fields of internal records 

are stored as contiguous bytes on the disk. 

Instances and Schemas 
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Similar to types and variables in programming languages which we already know, Schema 

is the logical structure of the database E.g., the database consists of information about a set of 

customers and accounts and the relationship between them) analogous to type information of a 

variable in a program. 

Physical schema: database design at the physical level 

Logical schema: database design at the logical level 

 

DATA MODELS 

The data model is a collection of conceptual tools for describing data, data relationships, 

data semantics, and consistency constraints. A data model provides a way to describe the 

design of a data base at the physical, logical and view level. 

The purpose of a data model is to represent data and to make the data understandable. 

According to the types of concepts used to describe the database structure, there are three data 

models: 

1.An external data model, to represent each user's view of the organization. 

2.A conceptual data model, to represent the logical view that is DBMS independent 

3.An internal data model, to represent the conceptual schema in such a way that it can be 

understood by the DBMS. 

Categories of data model: 

1.Record-based data models 

2.Object-based data models 

3.Physical-data models. 

The first two are used to describe data at the conceptual and external levels, the latter is used to 

describe data at the internal level. 

1. Record -Based data models 

In a record-based model, the database consists of a number of fixed format records 

possibly of differing types. Each record type defines a fixed number of fields, each typically 

of a fixed length. 

There are three types of record-based logical data model. 

•Hierarchical data model. 
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•Network data model 

•Relational data model 

Hierarchical data model 

In the hierarchical model, data is represented as collections of records and relationships are 

represented by sets. The hierarchical model allows a node to have only one parent. A hierarchical 

model can be represented as a tree graph, with records appearing as nodes, also called segments, 

and sets as edges. 

Network data model 

In the network model, data is represented as collections of records and 

relationships are represented by sets. Each set is composed of at least two record types: 

•An owner record that is equivalent to the hierarchical model's parent 

•A member record that is equivalent to the hierarchical model's child 

A set represents a 1 :M relationship between the owner and the member. 

Relational data model: 

The relational data model is based on the concept of mathematical relations. Relational 

model stores data in the form of a table. Each table corresponds to an entity, and each row 

represents an instance of that entity. Tables, also called relations are related to each other 

through the sharing of a common entity characteristic. 

Example 

Relational DBMS DB2, oracle, MS SQLserver. 

2. Object -Based Data Models 

Object-based data models use concepts such as entities, attributes, and relationships.An 

entity is a distinct object in the organization that is to be represents in the database. An attribute 

is a property that describes some aspect of the object, and a relationship is an association 

between entities. Common types of object-based data model are: 

•Entity -Relationship model 

•Object -oriented model 

•Semantic model 

Entity Relationship Model: 

The ER model is based on the following components: 
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•Entity: An entity was defined as anything about which data are to be collected and stored. Each 

row in the relational table is known as an entity instance or entity occurrence in the ER model. 

Each entity is described by a set of attributes that describes particular characteristics of the entity. 

Object oriented model: 

In the object-oriented data model (OODM) both data and their relationships are 

contained in a single structure known as an object. An object is described by its factual 

content. An object includes information about relationships between the facts within the 

object, as well as information about its relationships with other objects. Therefore, the facts 

within the object are given greater meaning. The OODM is said to be a semantic data model 

because semantic indicates meaning. The OO data model is based on the following 

components: 

An object is an abstraction of a real-world entity. 

Attributes describe the properties of an object. 

 

DATABASE SYSTEM ARCHITECTURE 

TTrraannssaaccttiioonn MMaannaaggeemmeenntt 

 
A transaction is a collection of operations that performs a single logical function in a database 

application. Transaction-management component ensures that the database remains in a 

consistent (correct) state despite system failures (e.g. power failures and operating system 

crashes) and transaction failures. Concurrency-control manager controls the interaction 

among the concurrent transactions, to ensure the consistency of the database. 

Storage Management 

 

 A storage manager is a program module that provides the interface between the low-level data 

stored in the database and the application programs and queries submitted to the system. 

 The storage manager is responsible for the following tasks: 

 
 Interaction with the file manager 

 
 Efficient storing, retrieving, and Storage Management 

 

 A storage manager is a program module that provides the interface between the low-level data 

stored in the database and the application programs and queries submitted to the system. 

 The storage manager is responsible for the following tasks: 
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 Interaction with the file manager 

 
 Efficient storing, retrieving, and updating of data 

 
Database Administrator 

 
 Coordinates all the activities of the database system; the database administrator has a good 

understanding of the enterprise’s information resources and needs: 

 Schema definition 

 
 Storage structure and access method definition 

 
 Schema and physical organization modification 

 

 Granting user authority to access the database 

 
 Specifying integrity constraints 

 
 Acting as liaison with users 

 
 Monitoring performance and responding to changes in requirements 

 
Database Users 

 
Users are differentiated by the way they expect to interact with the system. 

 
 Application programmers: interact with system through DML calls. 

 
 Sophisticated users – form requests in a database query language 

 
 Specialized users – write specialized database applications that do not fit into the traditional 

data processing framework 

 Naive users – invoke one of the permanent application programs that have been written 

previously 

 
File manager 

manages allocation of disk space and data structures used to represent information on disk. 

Database manager 
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The interface between low level data and application programs and queries. 

Query processor 

translates statements in a query language into low-level instructions the database manager 

understands. (May also attempt to find an equivalent but more efficient form.) 

DML precompiler 

converts DML statements embedded in an application program to normal procedure calls in a 

host language. The precompiler interacts with the query processor. 

DDL compiler 

converts DDL statements to a set of tables containing metadata stored in a data dictionary. In 

addition, several data structures are required for physical system implementation: 

Data files:store the database itself. 

Data dictionary:stores information about the structure of the database. It is used heavily. Great 

emphasis should be placed on developing a good design and efficient implementation of the 

dictionary. 

Indices:provide fast access to data items holding particular values. 
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RELATIONAL DATABASES 

A relational database is based on the relational model and uses a collection of tables to 

represent both data and the relationships among those data. It also includes a DML and DDL. 

The relational model is an example of a record-based model. 

Record-based models are so named because the database is structured in fixed-format records of 

several types. 

A relational database consists of a collection of tables, each of which is assigned a unique name. 

A row in a table represents a relationship among a set of values. 

A table is an entity set, and a row is an entity. Example: a simple relational database. 

Columns in relations (table) have associated data types. 

The relational model includes an open-ended set of data types, i.e. users will be able to define 

their own types as well as being able to use system-defined or built in types. 

Every relation value has two pairs 

1)A set of column-name: type-name pairs. 

2)A set of rows 

The optimizer is the system component that determines how to implement user requests. The 

process of navigating around the stored data in order to satisfy the user's request is performed 

automatically by the system, not manually by the user. For this reason, relational systems are 

sometimes said to perform automatic navigation.Every DBMS must provide a catalog or 

dictionary function 

. The catalog is a place where all of the various schemas (external, conceptual, internal) and all 

of the corresponding mappings (external/conceptual, conceptual/internal) are kept. In other 

words, the catalog contains detailed information (sometimes called descriptor information or 

metadata) regarding the various objects that are of interest to it. 

A relational database is based on the relational model and uses a collection of tables to 

represent both data and the relationships among those data. It also includes a DML and DDL. 

The relational model is an example of a record-based model. Record-based models are so named 

because the database is structured in fixed-format records of several types. 

A relational database consists of a collection of tables, each of which is assigned a unique name. 

A row in a table represents a relationship among a set of values. 

A table is an entity set, and a row is an entity. Example: a simple relational database. 
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Columns in relations (table) have associated data types. 

The relational model includes an open-ended set of data types, i.e. users will be able to 

define their own types as well as being able to use system-defined or built in types. 

Every relation value has two pairs 

1) A set of column-name: type-name pairs. 

2)A set of rows 

Example: 

Relation variables, indexes, users, integrity constraints, security constraints, and so on. 

The catalog itself consists of relvars. (system relvars). 

The catalog will typically include two system relvars called TABLE and COLUMN. 

The purpose of which is to describe the tables in the database and the columns in those tables. 

 
RELATIONAL MODEL EXAMPLE 
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RELATIONAL ALGEBRA 

A basic expression in the relational algebra consists of either one of the following: 

oA relation in the database 

oA constant relation 

Let E1and E2be relational-algebra expressions; the following are all relational-algebra 

expressions: 

 E1nE2 

 E1- E2 

 E1x E2 

 p(E1), Pis a predicate on attributes in E1 

 s(E1), Sis a list consisting of some of the attributes in E1 

 x (E1), x is the new name for the result of E1 

The select, project and rename operations are called unary operations, because they 

operate on one relation. The union, Cartesian product, and set difference operations operate on 

pairs of relations and are called binary operations 

Selection (or Restriction) (σ) 

The selection operation works on a single relation R and defines a relation that 

contains only those tuples of R that satisfy the specified condition (predicate). 

Syntax: 

σ Predicate (R) 

Example: 

List all staff with a salary greater than 10000. 

Sol: 

salary > 10000 (Staff). 

The input relation is staff and the predicate is salary>10000. The selection operation 

defines a relation containing only those staff tuples with a salary greater than 10000. 

Projection (π): 

The projection operation works on a single relation R and defines a relation that 

contains a vertical subset of R, extracting the values of specified attributes and eliminating 

duplicates. 
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Syntax: 

π al,. an(R) 

Example: 

Produce a list of salaries for all staff, showing only the staffNo, name and salary. 

Π staffNo. Name, Salary (Staff). 

Rename (ρ): 

Rename operation can rename either the relation name or the attribute names or both 

Syntax: 

ρs (BI.B2,.Bn) (R) Or ρs(R) Or p (B1.B2Bn) (R) 

                        S is the new relation name and B1, B2,.Bn are the new attribute names. 

The first expression renames both the relation and its attributes, the second renames the 

relation only, and the third renames the attributes only. If the attributes of R are (Al, A2,. An) 

in that order, then each Aj is renamed as Bj.  

Union 

The union of two relations R and S defines a relation that contains all the tuples of R or S 

or both R and S, duplicate tuples being eliminated. Union is possible only if the schemas of the 

two relations match. 

Syntax: 

R U S 

Example: 

List all cities where there is either a branch office or a propertyforRent. 

πCity (Branch) U π civ(propertyforRent) 

 
Set difference: 

The set difference operation defines a relation consisting of the tuples that are in relation 

R, but not in S. R and S must be union-compatible. 

Syntax 

R-S 

Example: 

List all cities where there is a branch office but no properties for rent. 

Sol.: 
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Π city (Branch) –π city(propertyforRent) 

Intersection 

The intersection operation defines a relation consisting of the set of all 

tuples that are in both R and S. R and S must be union compatible. 

Syntax: 

R

∩

S

 

E

x

a

m

p

l

e

: 

List all cities where there is both a branch office and at least one propertyforRent. 

πciity (Branch) ∩ πCjty (propertyforRent) 

Cartesian product: 

The Cartesian product operation defines a relation that is the 

concatenation of every tuple of relation R with every tuple of relation S. 

Syntax: 

R X S 

Example: 

List the names and comments of all clients who have viewed a 

propertyforRent. Sol.: 

The names of clients are held in the client relation and the details of 

viewings are held in the viewing relation. To obtain the list of clients and the 
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comments on properties they have viewed, we need to combine two relations. 

 

SQL FUNDAMENTALS 

DATABASE LANGUAGES 

In many DBMSs where no strict separation of levels is maintained, one 

language, called the data definition language (DDL), is used by the DBA and by 

database designer's to define both schemas. 

In DBMSs where a clear separation is maintained between the conceptual and 

internal levels, the DDL is used to specify the conceptual schema only. Another 

language, the storage definition language (SDL), is used to specify the internal 

schema. 

The mappings between the two schemas may be specified in either one of these languages. 

For a true three-schema architecture a third language, the view definition 

language (VDL), to specify user views, and their mappings to the conceptual 

schema, but in most DBMSs the DDL is used to define both conceptual and 

external schemas.Once the database schemas are complied and the database is 

populated with data, users must have some means to manipulate the database. 

The DBMS provides a set of operations or a language called the data 

manipulation language(DML) for manipulations include retrieval, insertion, 

deletion, and modification of the data. 

 

Structural query language (SQL) is the standard command set used to 

communicate with the relational database management systems. All tasks 

related to relational data management- creating tables, querying the 

database for information. 

The Data Definition Language (DDL): 

A language that allows the DBA or user to describe and name the entities, 

attributes, and relationships required for the application, together with any 

associated integrity and security constraints is called DDL. 

The storage structure and access methods used by the database system by a set 
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of statements in a special type of DDL called a data storage and definition 

language 

These statements define the implementation details of the database schemas, 

which are usually hidden from the users. The data values stored in the 

database must satisfy certain consistency constraints. The DDL provides 

facilities to specify the following constraints. The database systems check 

these constraints every time the database is updated. 

Domain Constraints: 

A domain of possible values must be associated with every attribute. Domain 

constraints are the most elementary form integrity constraint. They are tested 

easily by the system whenever a new data item is entered into the database. 

Referential Integrity 

There are cases to ensure that a value that appears in one relation for a given set 

of attributes also appears for a certain set of attributes in another relation. 

Assertions 

An assertion is any condition that the database must always satisfy. Domain 

constraints and referential integrity constraints are special forms of assertions. 

When an assertion is created, the system tests it for validity. If the assertion is 

valid then any future modification to the database is allowed only if it does not 

cause that assertion to be violated. 

Authorization 

Read authorization, which allows reading, but not modification of data. 

Insert authorization, which allows insertion of new data, but not modification of 

existing data. Update authorization, which allows modification, but not 

deletion, of data. Delete authorization, which allows deletion of data. 

We may assign the user all none or a combination of these types of authorization. 

The output of the DDL is placed in the data dictionary, which contains 

metadata that is, data about data. 

 

The Data Manipulation Language (DML) 
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DML is a language that provides a set of operations to support the 

basic data manipulation operations on the data held in the database. Data 

Manipulation operations usually include the following: 

•Insertion of new data into the database 

•Modification of data stored in the database 

•Retrieval of data contained in the database 

•Deletion of data from the database 

Data manipulation applied to the external, conceptual and internal level. 

The part of a DML that involves data retrieval is called a Query 

language. A Query is a statement requesting the retrieval of 

information. There are basically two types of DML 

•Procedural DMLs. 

•Declarative DMLs (or) nonprocedural DMLs. 

Procedural DML: A language that allows the user to tell the system what 

data is needed and exactly how to retrieve the data. 

Non Procedural DML: A language that allows the user to state what data is 

needed rather than how it is to be retrieved. 

 

Advantages of SQL: 

•SQL is a high level language that provides a greater degree of abstraction 

than procedural languages. 

•Increased acceptance and availability of SQL. 

•Applications written in SQL can be easily ported across systems. 

•SQL as a language is independent of the way it is implemented internally. 

•Simple and easy to learn. 

•Set-at-a-time feature of the SQL makes it increasingly powerful 

than the record -at-a-time processing technique. 

•SQL can 

handle 

complex 
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situations.  

SQL data types: 

SQL supports the following data types. 

•CHAR(n) -fixed length string of exactlyV characters. 

•VARCHAR(n) -varying length string whose maximum length is 'n' characters. 

•FLOAT -floating point number. 

 
Types of SQL commands: 

SQL statements are divided into the following categories: 

•Data Definition Language (DDL): 

used to create, alter and delete database objects. 

•Data Manipulation Language (DML): 

used to insert, modify and delete the data in the database. 

•Data Query Language (DQL): 

enables the users to query one or more tables to get the information they want. 

•Data Control Language (DCL): 

controls the user access to the 

database objectsments.  

SQL operators: 

•Arithmetic operators 

-are used to add, subtract, multiply, divide and negate data value (+, -, *, /). 

•Comparison operators 

-are used to compare one expression with another. Some comparison operators are =, >, 

>=, <, 

<=, IN, ANY, ALL, SOME, BETWEEN, EXISTS, and so on. 

•Logical operators 

-are used to produce a single result from combining the two separate 

conditions. The logical operators are AND, OR and NOT. 

•Set operators 

-combine the results of two separate queries into a single result. The set 

operators are UNION, UNIONALL, INTERSECT, MINUS and so on. 
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 Create table command 

 Alter table command 

 Truncate table command 

 Drop 

table 

com

man

d. 

Creat

e 

table 

The create table statement creates a new base table. 

Syntax:Create table table-name (col 1 -definition[, col2-definition]... 

[,coln-definition][,primary- key-definition] [,alternate-key-definition][,foreign-

key-definition]); 

Example: 

SQL>create table Book(ISBN char(10) not null,Title char(30) not null 

with default, Author char(30) not null with default,Publisher char(30) not null 

with default,Year integer not null with default,Price integer null,Primary key 

(ISBN)); 

Table created 
 

Drop table 

An existing base table can be deleted at any time by using the 

drop table statement. 

 Syntax 

Drop table table-name; 

Table 

dropp

ed. 

This command will delete the table named book along with its contents, 

indexes and any views defined for that table. 
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DESC 

Desc command used to view 

the structure of the table.  

Syntax 

Desc table-name; 

E

x

a

m

p

l

e

: 

SQL>Desc book; 
 

Truncate table 

If there is no further use of records stored in a table and the structure has 

to be retained then the records alone can be deleted. 

Syntax 

Truncate 

table 

table-

name; 

 

Example: 

SQL>Tru

ncate 

table 

book; 

Table 

truncated. 

This command would delete all the records from the table, book. 

 
INTEGRITY 

 

Data integrity refers to the correctness and completeness of the 
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data in a database, i.e. an integrity constraint is a mechanism used to 

prevent invalid data entry into the table. The various types of integrity 

constraints are  

1)Domain integrity constraints 

2)Entity integrity 

Constraints 

 3)Referential integrity 

constraints 

Domain integrity constraints 

These constraints set a range, and any violations that take place will 

prevent the user from performing the manipulation that caused the breach. 

There are two types of domain integrity constraints 

•Not null constraint 

•Check constraint 

*Not null constraints 

By default all columns in a table allow null values -when a 'Not Null' 

constraint is enforced though, either on a column or set of columns in a table, 

it will not allow Null values. The user has to provide a value for the column. 

*Check constraints in a database. Each entity represents a table and each row 

of a table represents an instance of that entity. Each row in a table can be 

uniquely identified using the entity constraints. 

•Unique constraints 

•Primary key constraints. 

*Unique constraints 

Unique key constraints is used to prevent the duplication of values within the 

rows of a specified column or a set of columns in a table. Columns defined with 

this constraint can also allow Null values. 

*Primary key constraints 

The primary key constraint avoids duplication of rows and does not allow 

Null values, when enforced in a column or set of columns. As a result it is used 



STU
D
EN

TSFO
C
U
S.C

O
M

RR..MM..DD  EENNGGIINNEEEERRIINNGG  CCOOLLLLEEGGEE  
DEPARTMENT OF INFORMATION TECHNOLOGY 

                                                  CS8492- DATABASE MANAGEMENT SYSTEMS 

  UNIT I 

  

23  

to identify a row. A table can have only one primary key. Primary key 

constraint cannot be defined in an alter table command when the table contains 

rows having null values. 

Referential integrity constraints 

Referential integrity constraint is used to establish a 'parent-child' 

relationship between two tables having a common column. To implement 

this, define the column in the parent table as a primary key and the same 

column in the child table as a foreign key referring to the corresponding 

parent entry. 

Syntax 

(column constraints) Creating constraints on a new table 
 

Crate table <table-name>(column-name 1 datatype(size) constraint 

<constraint-name> primary key, column-name2 datatype(size) constraint 

<constraint-name> references referenced table[(column-name)], coIumn-

name3 datatype(size) constraint <constraint- name>check(<condition>), 

column-name4 datatype(size) NOT NULL, column-name5 datatype(size) 

UNIQUE); 

TRIGGER 

A database trigger is procedural code that is automatically executed in 

response to certain events on a particular table or view in a database. The trigger 

is mostly used for maintaining the integrity of the information on the database. 

For example, when a new record (representing a new worker) is added to the 

employees table, new records should also be created in the tables of the taxes, 

vacations and salaries. 

Triggers are for 

 Customization of database management; 

 centralization of some business or validation rules; 

 logging and audit. 

 Overcome the mutating-table error. 
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 Maintain referential integrity between parent and child. 

 Generate calculated column values 

 Log events (connections, user actions, table updates, etc) 

 Gather statistics on table access 

 Modify table data when DML statements are issued against views 

 Enforce referential integrity when child and parent 

tables are on different nodes of a distributed database 

 Publish information about database events, user 

events, and SQL statements to subscribing applications 

 Enforce complex security authorizations: (i.e. prevent DML 

operations on a table after regular business hours) 

 Prevent invalid transactions 

 

 Enforce complex business or referential integrity rules that you 

cannot define with constraints 

 Control the behavior of DDL statements, as by altering, creating, or renaming 

objects 

 Audit information of system access and behavior by creating transparent logs 

 
SECURITY 

Authorization 

 
Forms of authorization on parts of the database: 

Read - allows reading, but not modification of data. 

Insert - allows insertion of new data, but not modification of existing data. 

Update - allows modification, but not deletion of data. 

Delete - allows deletion of data. 

Forms of authorization to modify the database schema 

 
Index - allows creation and deletion of indices. 

 
Resources - allows creation of new relations. 

 
Alteration - allows addition or deletion of attributes in a relation. 
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Drop - allows deletion of relations. 

 
The grant statement is used to confer authorization 

 
grant <privilege list>on <relation name or view name> to <user list> 

 
<user list> is:a user-id public, which allows all valid users the privilege granted 

 
A role Granting a privilege on a view does not imply granting any 

privileges on the underlying relations. The grantor of the privilege must 

already hold the privilege on the specified item (or be the database 

administrator). 

  

  

  

  

  

PPrriivviilleeggeess iinn SSQQLL::  

select: allows read access to relation,or the ability to query using 

the view Example: grant users U1, U2, and U3 select 

authorization on the branch relation: 

grant select on branch to U1, U2, U3 

 
insert: the ability to insert tuples 

 
update: the ability to update using the SQL update statement 

 
delete: the ability to delete tuples. 

 
all privileges: used as a short form for all the allowable privileges 

RReevvookkiinngg AAuutthhoorriizzaattiioonn iinn SSQQLL 

 
The revoke statement is used to revoke authorization. 

 
revoke <privilege list> 

 
on <relation name or view name> from 
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<user list> Example: 

revoke select on branch from U1, U2, U3 

 
All privileges that depend on the privilege being revoked are also revoked. 

 
<privilege-list> may be all to revoke all privileges the revokee may hold. 

 
If the same privilege was granted twice to the same user by different grantees, 

the user may retain the privilege after the revocation. 

VIEWS 

 
A relation that is not of the conceptual model but is made visible to a user as a 

“virtual relation” is called a view. 

A view is defined using the create view 

statement which has the form Create View V As < 

Query Expression> 

where <query expression> is any legal SQL expression. The view name is represented by v 

 
Once a view is defined, the view name can be used to refer to the virtual 

relation that the view generates. 

 

create view all_customer as  (select branch_name, customer_name from depositor, account where depositor.account_number = 

account.account_number ) 

union (select branch_name, customer_name from borrower, loan 

where borrower.loan_number = 

loan.loan_number ) USES OF VIEWS 

Hiding some information from some users 

 
Consider a user who needs to know a customer’s name, loan number and 

branch name, but has no need to see the loan amount. 

Define a view 
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create view cust_loan_data as (select customer_name, borrower.loan_number, 

branch_name 

from borrower, loan where borrower.loan_number = 

loan.loan_number ) Grant the user permission to read 

cust_loan_data, but not borrower or loan  

Common example: Aggregate queries used for statistical 

analysis of data  

PROCESSING OF VIEWS 

When a view is created the query expression is stored in the database along with the view 

name the expression is substituted into any query using the view  

Views definitions containing views 

 
One view may be used in the expression defining another view. A view relation v1 is said 

to depend directly on a view relation v2 if v2 is used in the expression defining v1. A view 

relation v1 is said to depend on view relation v2 if either v1 depends directly to v2 or there is a 

path of dependencies from v1 to v2 

A view relation v is said to be recursive if it depends on itself. 

 

VIEW EXPANSION 

 
A way to define the meaning of views defined in terms of other views. Let view v1 be 

defined by an expression e1 that may itself contain uses of view relations. View expansion of an 

expression repeats the following replacement step: 

 

repeat 

 
Find any view relation vi in e1 

 
Replace the view relation vi by the expression defining vi 

 
until no more view relations are present in e1 
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As long as the view definitions are not recursive, this loop will terminate 

 
EMBEDDED SQL 

 
The SQL standard defines embeddings of SQL in a variety of programming languages 

such as C,Java, and Cobol. A language to which SQL queries are embedded is referred to as a 

host language, and the SQL structures permitted in the host language comprise embedded SQL. 

The basic form of these languages follows that of the System R embedding of SQL into 

PL/I. EXEC SQL statement is used to identify embedded SQL request to the preprocessor 

EXEC SQL <embedded SQL statement > END_EXEC 

Note: this varies by language (for example, the Java 

embedding uses # SQL { …. }; ) 

From within a host language, find the names and cities of customers with more than the 

variable amount dollars in some account. Specify the query in SQL and declare a cursor 

for it  

EXEC SQL 

declare c cursor for select depositor.customer_name, 

customer_city from depositor, customer, account where 

depositor.customer_name = customer.customer_name and 

depositor account_number = account.account_number and 

account.balance > :amount 

END_EXEC 

 
The open statement causes the query 

to be evaluated EXEC SQL 

open c END_EXEC 

The fetch statement causes the values of one tuple in the query result to be 

placed on host language variables. 

EXEC SQL fetch c into :cn, :cc END_EXEC Repeated calls to fetch 
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get successive tuples in the query result 

A variable called SQLSTATE in the SQL communication area (SQLCA) gets 

set to ‘02000’ to indicate no more data is available 

The close statement causes the database system to delete the temporary relation 

that holds the result of the query. 

EXEC SQL close c END_EXEC 
 

DYNAMIC SQL 

 

Allows programs to construct and submit SQL queries at run time. 

 
Example of the use of dynamic SQL from within a C program. 

char * sqlprog = “update account set balance = balance * 1.05 where account_number = ?” 

EXEC SQL prepare dynprog from :sqlprog;char account [10] = “A-101”; 

EXEC SQL execute dynprog using :account; 

 
The dynamic SQL program contains a ?, which is a place holder for a value that is 

provided when the SQL program is executed. 

JDBC and ODBC 

 
API (application-program interface) for a program to interact with a database server 

Application makes calls to Connect with the database server Send SQL commands to the 

database server Fetch tuples of result one-by-one into program variables. 

ODBC (Open Database Connectivity) works with C, C++, C#, and Visual Basic JDBC 

(Java Database Connectivity) works With Java 

 
 


	PURPOSE OF DATABASE SYSTEM
	1.Data redundancy and inconsistency:
	3. Data isolation
	4. Integrity problems
	5. Atomicity problems
	6. Concurrent access anomalies
	7. Security problems
	VIEWS OF DATA
	•External level / logical level
	External level
	Conceptual level
	Internal level
	Physical level
	Instances and Schemas
	DATA MODELS
	1.Record-based data models 2.Object-based data models 3.Physical-data models.
	1. Record -Based data models
	•Hierarchical data model.
	Network data model
	Relational data model:
	2. Object -Based Data Models
	•Entity -Relationship model
	DATABASE SYSTEM ARCHITECTURE
	Storage Management
	Database Administrator
	Database Users
	File manager
	Database manager
	Query processor
	DML precompiler
	DDL compiler
	RELATIONAL DATABASES
	RELATIONAL MODEL EXAMPLE
	Selection (or Restriction) (σ)
	DATABASE LANGUAGES
	The Data Definition Language (DDL):
	Domain Constraints:
	Authorization
	The Data Manipulation Language (DML)
	•Procedural DMLs.
	Types of SQL commands:
	Triggers are for
	 Enforce complex business or referential integrity rules that you cannot define with constraints
	Privileges in SQL:
	Revoking Authorization in SQL
	repeat



