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SQL Overview 

� Structured Query Language 

� The standard for relational database management systems (RDBMS)  

� SQL-92 and SQL-99 Standards – Purpose: 

¾ Specify syntax/semantics for data definition and manipulation 

¾ Define data structures 

¾ Enable portability 

¾ Specify minimal (level 1) and complete (level 2) standards 

¾ Allow for later growth/enhancement to standard 

� Catalog  

¾ A set of schemas that constitute the description of a database 

� Schema 

¾ The structure that contains descriptions of objects created by a user (base tables, views, 
constraints) 

� Data Definition Language (DDL) 

¾ Commands that define a database, including creating, altering, and dropping tables and 
establishing constraints 

� Data Manipulation Language (DML) 

¾ Commands that maintain and query a database 

� Data Control Language (DCL) 

¾ Commands that control a database, including administering privileges and committing 
data 
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SQL Database Definition 

� Data Definition Language (DDL) 

� Major CREATE statements: 

¾ CREATE SCHEMA – defines a portion of the database owned by a particular user 

¾ CREATE TABLE – defines a table and its columns 

¾ CREATE VIEW – defines a logical table from one or more views 

� Other CREATE statements: CHARACTER SET, COLLATION, TRANSLATION, 
ASSERTION, DOMAIN 

z In SQL, a VIEW is a virtual relation based on the result-set of a SELECT statement. 

z A view contains rows and columns, just like a real table. The fields in a view are fields from 
one or more real tables in the database. In some cases, we can modify a view and present the 
data as if the data were coming from a single table. 

z Syntax: 

CREATE VIEW view_name AS SELECT column_name(s) FROM table_name  WHERE 
condition 

 

 

SQL – Relations, Tables & Views 
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z When we say Relation, it could be a Table or a View. There are three kind of relations: 

1. Stored relations     Æ         tables 

We sometimes use the term ―base relation‖ or ―base table‖ 

1. Virtual relations       Æ      views 

2. Temporary results 

SQL – Create View 

z Example: Create a view with title and year and made by Paramount studio. Movie (title, year, 
length, inColor, studioName, producerC#) 

CREATE VIEW ParamountMovie AS SELECT title,year  FROM Movie WHERE studioName = 
‗Paramount‘; 

SQL – Querying View 

z A view could be used from inside a query, a stored procedure, or from inside another view. By 
adding functions, joins, etc., to a view, it allows us to present exactly the data we want to the 
user. 

SELECT title FROM ParamountMovie  WHERE year = ‗1979‘; 

z Have same result as 

SELECT title FROM Movie WHERE studioName = ‗Paramount‘ AND year = ‗1979‘;  

Example: 

Movie (title, year, length, inColor, studioName, producerC#) MovieExec (name, address, cert#, 
netWorth) 

CREATE VIEW MovieProd AS  SELECT title, name FROM Movie, MovieExec  WHERE 
producerC# = cert#; SELECT name FROM MovieProd  WHERE title = ‗Gone With the Wind‘; 

z Same result as query from tables 

SELECT name FROM Movie, MovieExec  WHERE producerC# = cert# AND title = ‗The War Of 
the World‘; 

 

Data Types in SQL 
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� String types 

¾ CHAR(n) – fixed-length character data, n characters long Maximum length = 2000 
bytes 

¾ VARCHAR2(n) – variable length character data, maximum 4000 bytes 

¾ LONG – variable-length character data, up to 4GB. Maximum 1 per table 

� Numeric types 

¾ NUMBER(p,q) – general purpose numeric data type 

¾ INTEGER(p) – signed integer, p digits wide 

¾ FLOAT(p) – floating point in scientific notation with p binary digits precision 

� Date/time type 

¾ DATE – fixed-length date/time in dd-mm-yy form 
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Object database 
An object database (also object-oriented database management system) is a database 

management system in which information is represented in the form of objects as used in object-
oriented programming. Object databases are different from relational databases which are table-
oriented. Object-relational databases are a hybrid of both approaches. 

Object-oriented database management systems (OODBMSs) combine database capabilities 
with object-oriented programming language capabilities. OODBMSs allow object-oriented 
programmers to develop the product, store them as objects, and replicate or modify existing objects to 
make new objects within the OODBMS. Because the database is integrated with the programming 
language, the programmer can maintain consistency within one environment, in that both the 
OODBMS and the programming language will use the same model of representation. Relational 
DBMS projects, by way of contrast, maintain a clearer division between the database model and the 
application. 

class Dbms( ) 
Creates a Dbms object. Dbms objects support basic operations on a database.  

Dbms objects have the following methods:  

begin( ) 
Begins a transaction on the database.  

close( ) 
Closes the database object. It is safe to try to close a database object even if it is not open.  

commit( ) 
Commits the current transaction.  

compact( ) 
Compacts the database, reclaiming unused space in the database file.  

create( dbname) 
Creates a database with path dbname.  

execute( query) 
Executes an SQL query. On success, returns 0 if a DDL (SQL schema update) statement was 
executed. Returns the number of rows inserted, updated, or deleted, if a DML (SQL data 
update) statement was executed.  

open( dbname) 
Opens the database in file dbname. This should be a full Unicode path name, for example, 
u'c:\\foo.db'.  

rollback( ) 
Rolls back the current transaction.  

Data Definition Language: 
 

A data definition language or data description language (DDL) is a syntax similar to a 
computer programming language for defining data structures, especially database schemas. Many data 
description languages use a declarative syntax to define fields and data types. SQL, however, uses a 
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collection of imperative verbs whose effect is to modify the schema of the database by adding, 
changing, or deleting definitions of tables or other objects. These statements can be freely mixed with 
other SQL statements, so the DDL is not truly a separate language. 

CREATE statements 

Create - To make a new database, table, index, or stored procedure. 

A CREATE statement in SQL creates an object in a relational database management system 
(RDBMS). In the SQL 1992 specification, the types of objects that can be created are schemas, tables, 
views, domains, character sets, collations, translations, and assertions. Many implementations extend 
the syntax to allow creation of additional objects, such as indexes and user profiles. Some systems 
(such as PostgreSQL) allow CREATE, and other DDL commands, inside a transaction and thus they 
may be rolled back. 

CREATE TABLE statement 

A commonly used CREATE command is the CREATE TABLE command. The typical usage is: 

CREATE TABLE [table name] ( [column definitions] ) [table parameters]. 

column definitions: A comma-separated list consisting of any of the following 

x Column definition: [column name] [data type] {NULL | NOT NULL} {column options} 
x Primary key definition: PRIMARY KEY ( [comma separated column list] ) 
x Constraints: {CONSTRAINT} [constraint definition] 
x RDBMS specific functionality 

For example, the command to create a table named employees with a few sample columns 
would be: 

CREATE TABLE employees ( 
    id            INTEGER      PRIMARY KEY, 
    first_name    VARCHAR(50)  NULL, 
    last_name     VARCHAR(75)  NOT NULL, 
    fname         VARCHAR(50)  NOT NULL, 
    dateofbirth   DATE         NULL 
); 

 

DROP statements 

Drop - To destroy an existing database, table, index, or view. 

A DROP statement in SQL removes an object from a relational database management system 
(RDBMS). The types of objects that can be dropped depends on which RDBMS is being used, but 
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most support the dropping of tables, users, and databases. Some systems (such as PostgreSQL) allow 
DROP and other DDL commands to occur inside of a transaction and thus be rolled back. 

DROP objecttype objectname. 

For example, the command to drop a table named employees would be: 

 DROP employees; 
 

The DROP statement is distinct from the DELETE and TRUNCATE statements, in that 
DELETE and TRUNCATE do not remove the table itself. For example, a DELETE statement might 
delete some (or all) data from a table while leaving the table itself in the database, whereas a DROP 
statement would remove the entire table from the database. 

ALTER statements 

Alter - To modify an existing database object. 

An ALTER statement in SQL changes the properties of an object inside of a relational database 
management system (RDBMS). The types of objects that can be altered depends on which RDBMS is 
being used. The typical usage is: 

ALTER objecttype objectname parameters. 

For example, the command to add (then remove) a column named bubbles for an existing table 
named sink would be: 

ALTER TABLE sink ADD bubbles INTEGER; 
ALTER TABLE sink DROP COLUMN bubbles; 

Rename statement 
Rename - to rename the table. for example 

RENAME TABLE old_name TO new_name; 

Referential integrity statements 

Finally, another kind of DDL sentence in SQL is one used to define referential integrity relationships, 
usually implemented as primary key and foreign key tags in some columns of the tables. These two 
statements can be included inside a CREATE TABLE or an ALTER TABLE sentence. 

 

DATA MANIPULATION LANGUAGE (DML) 
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A data manipulation language (DML) is a family of syntax elements similar to a computer 
programming language used for Selecting , inserting, deleting and updating data in a database. 
Performing read-only queries of data is sometimes also considered a component of DML. 

 

A popular data manipulation language is that of Structured Query Language (SQL), which is 
used to retrieve and manipulate data in a relational database. Other forms of DML are those used by 
IMS/DLI, CODASYL databases, such as IDMS and others. 

A data manipulation language (DML) is a family of computer languages including commands 
permitting users to manipulate data in a database. This manipulation involves inserting data into 
database tables, retrieving existing data, deleting data from existing tables and modifying existing 
data. DML is mostly incorporated in SQL databases. 

Data manipulation language comprises the SQL data change statements, which modify stored 
data but not the schema or database objects. Manipulation of persistent database objects, e.g., tables or 
stored procedures, via the SQL schema statements, rather than the data stored within them, is 
considered to be part of a separate data definition language. In SQL these two categories are similar in 
their detailed syntax, data types, expressions etc., but distinct in their overall function.  

DML resembles simple English language and enhances efficient user interaction with the system. The 
functional capability of DML is organized in manipulation commands like SELECT, UPDATE, 
INSERT INTO and DELETE FROM, as described below:  

x SELECT: This command is used to retrieve rows from a table. The select syntax is SELECT 
[column name(s)] from [table name] where [conditions]. Select is the most widely used DML 
command in SQL. 

x UPDATE: This command modifies data of one or more records. An update command syntax is 
UPDATE table name SET column name = value where [condition]. 

x INSERT: This command adds one or more records to a database table. The insert command 
syntax is INSERT INTO table name [column(s)] VALUES [value(s)]. 

x DELETE: This command removes one or more records from a table according to specified 
conditions. Delete command syntax is DELETE FROM table name where [condition]. 

x Data manipulation languages have their functional capability organized by the initial word in a 
statement, which is almost always a verb. In the case of SQL, these verbs are: 

SELECT ... FROM ... WHERE ... 
INSERT INTO ... VALUES ... 
UPDATE ... SET ... WHERE ... 
DELETE FROM ... WHERE ... 
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1.Select Command 

Syntax  

SELECT [DISTINCT|ALL]{*|column|column_expression [AS new_name][,…]} 

   FROM   table_name [alias] [, … ] 

     [WHERE  condition] 

     [GROUP BY  column_list] 

     [HAVING  condition] 

     [ORDER BY  column_list [ASC|DESC]];  

� column represents a column name.  
�  column_expression represents an expression on a column. 
�  table_name is the name of an existing database table or view. 
�  FROM specifies the table(s) to be used. 
�  WHERE filters the rows subject to some condition. 
�  GROUP BY forms groups of rows with the same column name. 
�  SELECT specifies which column are to appear in the output. 
�  ORDER BY specifies the order of the output. 
�  Order of the clauses in the SELECT statement can not be changed. 
�  The result of a query is another table.  
�  Asterisk (*) means all columns.  

Five aggregation functions defined in SQL: 

x COUNT  returns the number of rows in a specified column.  
x SUM   returns the sum of the values in a specified column.  
x AVG   returns the average of the values in a specified column.   
x MIN   returns the smallest value in a specified column.  
x MAX   returns the largest value in a specified column.  

Examples: 

Property (PropertyNo, Street, City, postcode, Type, OwnerNo, Rooms, Rent)  

How many properties cost more than 350 per month to rent? 

SELECT COUNT(*) AS count FROM  property WHERE   rent > 350; 
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Subqueries 

¾ A complete SELECT statement can be embedded (subselect) within another SELECT 
statement. 

¾ A subselect can be used in the WHERE and HAVING clauses of the outer SELECT statement 
(nested query). 

¾ A subquery can be used immediately following a relational operator. 
¾ Subquery always enclosed in parentheses. 

Type of subquery: 
�  A scalar subquery returns a single column and a single row (singlevalue). 
�  A row subquery returns multiple columns, but a single row. 
�  A table subquery returns one or more columns and multiple rows.  
STAFF (sno, fname, lname, position, sex, DOB, salary, bno) 
BRANCH (bno, street, city, postcode) 
Example: 
List the staff who work in the branch at ‗163 Main St‘. 
SELECT  sno,  fname,  lname,  position FROM staff WHERE  bno  = (SELECT  bno FROM  
branch WHERE  street = ‗163 Main St‘); 
Modifying Data in the DB (UPDATE) 

Syntax  
    UPDATE table_name  
       SET column_name1 = data_value1 [, column_namei = data_valuei ...] 
            [WHERE  search_condition] 

� table_name may be either a base table or an updatable view. 
� The SET clause specifies the names of one or more columns that are updated for 

all rows in the table. 
� Only rows that satisfy the search_condition are updated. 
� data_values must be compatible with the data types for the corresponding 

columns. 
 

A data control language (DCL) is a syntax similar to a computer programming language used 
to control access to data stored in a database. In particular, it is a component of Structured Query 
Language (SQL). 

It is used to create roles, permissions, and referential integrity as well it is used to control 
access to database by securing it. These SQL commands are used for providing security to database 
objects. These commands are GRANT and REVOKE.  

Examples of DCL commands include: 

x GRANT to allow specified users to perform specified tasks. 
x REVOKE to cancel previously granted or denied permissions. 
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Data Control Language (DCL) 

The Data Control Language (DCL) component of the SQL language is used to create privileges 
to allow users access to, and manipulation of, the database. There are two main commands: 

GRANT to grant a privilege to a user 
REVOKE to revoke (remove) a privilege from a user 

The operations for which privileges may be granted to or revoked from a user or role may include 
CONNECT, SELECT, INSERT, UPDATE, DELETE, EXECUTE, and USAGE. In the Oracle 
database, executing a DCL command issues an implicit commit. Hence you cannot roll back the 
command. In PostgreSQL, executing DCL is transactional, and can be rolled back. 

SQL GRANT REVOKE Commands 

DCL commands are used to enforce database security in a multiple user database environment. Two 
types of DCL commands are GRANT and REVOKE. Only Database Administrator's or owner's of the 
database object can provide/remove privileges on a database object.  

SQL GRANT Command 

SQL GRANT is a command used to provide access or privileges on the database objects to the users.  

 

The Syntax for the GRANT command is:  

GRANT privilege_name  ON object_name  TO {user_name |PUBLIC |role_name} [WITH GRANT 
OPTION]; 

x privilege_name is the access right or privilege granted to the user. Some of the access rights 
are ALL, EXECUTE, and SELECT.  

x object_name is the name of an database object like TABLE, VIEW, STORED PROC and 
SEQUENCE. 

x user_name is the name of the user to whom an access right is being granted. 
x user_name is the name of the user to whom an access right is being granted. 
x PUBLIC is used to grant access rights to all users. 
x ROLES are a set of privileges grouped together.  
x WITH GRANT OPTION - allows a user to grant access rights to other users. 

For Example: GRANT SELECT ON employee TO user1; This command grants a SELECT 
permission on employee table to user1.You should use the WITH GRANT option carefully because 
for example if you GRANT SELECT privilege on employee table to user1 using the WITH GRANT 
option, then user1 can GRANT SELECT privilege on employee table to another user, such as user2 
etc. Later, if you REVOKE the SELECT privilege on employee from user1, still user2 will have 
SELECT privilege on employee table. 
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SQL REVOKE Command: 

The REVOKE command removes user access rights or privileges to the database objects. 

The Syntax for the REVOKE command is: 

 REVOKE privilege_name  ON object_name  FROM {user_name |PUBLIC |role_name} 

For Example: REVOKE SELECT ON employee FROM user1;This command will REVOKE a 
SELECT privilege on employee table from user1.When you REVOKE SELECT privilege on a table 
from a user, the user will not be able to SELECT data from that table anymore. However, if the user 
has received SELECT privileges on that table from more than one users, he/she can SELECT from 
that table until everyone who granted the permission revokes it. 

Privileges and Roles: 

Privileges: Privileges defines the access rights provided to a user on a database object. There are two 
types of privileges.  

1) System privileges - This allows the user to CREATE, ALTER, or DROP database objects.  
2) Object privileges - This allows the user to EXECUTE, SELECT, INSERT, UPDATE, or DELETE 
data from database objects to which the privileges apply.  

Few CREATE system privileges are listed below:  

System Privileges Description 

CREATE object 
allows users to create the specified object in their 
own schema. 

CREATE ANY object 
allows users to create the specified object in any 
schema. 

The above rules also apply for ALTER and DROP system privileges. 

Few of the object privileges are listed below:  

Object Privileges Description 

INSERT  allows users to insert rows into a table. 

SELECT  allows users to select data from a database object. 

UPDATE  allows user to update data in a table. 

EXECUTE  allows user to execute a stored procedure or a 
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function. 

Roles: Roles are a collection of privileges or access rights. When there are many users in a database it 
becomes difficult to grant or revoke privileges to users. Therefore, if you define roles, you can grant or 

revoke privileges to users, thereby automatically granting or revoking privileges. You can either create 
Roles or use the system roles pre-defined by oracle. 

Some of the privileges granted to the system roles are as given below:  

Creating Roles: 

The Syntax to create a role is: 

CREATE ROLE role_name  [IDENTIFIED BY password]; 

For Example: To create a role called "developer" with password as "pwd",the code will be as follows 

CREATE ROLE testing  [IDENTIFIED BY pwd]; 

It's easier to GRANT or REVOKE privileges to the users through a role rather than assigning a 
privilege directly to every user. If a role is identified by a password, then, when you GRANT or 
REVOKE privileges to the role, you definitely have to identify it with the password. 

We can GRANT or REVOKE privilege to a role as below. 

For example: To grant CREATE TABLE privilege to a user by creating a testing role:  

First, create a testing Role 

CREATE ROLE testing 

Second, grant a CREATE TABLE privilege to the ROLE testing. You can add more privileges to the 
ROLE. 

GRANT CREATE TABLE TO testing; 

System Role  Privileges Granted to the Role  

CONNECT  
CREATE TABLE, CREATE VIEW, CREATE SYNONYM, 
CREATE SEQUENCE, CREATE SESSION etc. 

RESOURCE  

CREATE PROCEDURE, CREATE SEQUENCE, CREATE 
TABLE, CREATE TRIGGER etc. The primary usage of 
the RESOURCE role is to restrict access to database 
objects.  

DBA  ALL SYSTEM PRIVILEGES 
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Third, grant the role to a user. 

GRANT testing TO user1; 

To revoke a CREATE TABLE privilege from testing ROLE, you can write: 

REVOKE CREATE TABLE FROM testing; 

The Syntax to drop a role from the database is as below: 

DROP ROLE role_name; 

For example: To drop a role called developer, you can write: 

DROP ROLE testing; 

GRANT command 

In order to do anything within an Oracle database you must be given the appropriate privileges. Oracle 
operates a closed system in that you cannot perform any action at all unless you have been authorized 
to do so. This includes logging onto the database, creating tables, views, indexes and synonyms, 
manipulating data (ie select, insert, update and delete) in tables created by other users, etc. 

The SQL command to grant a privilege on a table is: 

GRANT SELECT, INSERT, UPDATE, DELETE ON tablename TO username; 
  
There are many more forms of the GRANT command, but this is sufficient for this Unit.  

Any combination of the above privileges is allowed. You can issue this command on any tables that 
you have created. For example: 

GRANT SELECT ON employee TO hn23; 
GRANT SELECT, UPDATE, DELETE ON employee TO hn44; 
 
 REVOKE command 

The SQL command to revoke a privilege on a table is:  

REVOKE SELECT, INSERT, UPDATE, DELETE ON tablename FROM username; 

For example: 

REVOKE SELECT ON employee FROM hn23; 

REVOKE SELECT, UPDATE, DELETE FROM hn44; 
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Transaction Control Language (TCL) 

A Transaction Control Language (TCL) is a computer language and a subset of SQL, used to control 
transactional processing in a database. A transaction is logical unit of work that comprises one or more 
SQL statements, usually a group of Data Manipulation Language (DML) statements. 

A series of one or more SQL statements that are logically related, or a series of operation performed on Oracle 
table data is termed as a Transaction. Oracle treats changes to table data as a two step process. First the changes 
requested are done. To make these changes permanent a COMMIT statement has to be given at the SQL 
prompt. A ROLLBACK statement given at the SQL prompt can be used to undo a part of or the entire 
Transaction. 
 
A Transaction begins with the first executable SQL statement after a Commit, Rollback or Connection made to 
the Oracle engine. All changes made to an Oracle table data via a transaction are made or undo at one instance. 
 
Specially, a Transaction is a group of events that occurs between any of the following events: 

x Connecting to Oracle 
x Disconnecting from Oracle 
x Committing changes to the table 
x Rollback 

TCL is abbreviation of Transactional Control Language. It is used to manage different transactions 
occurring within a database. 

Examples of TCL commands include: 

x COMMIT to apply the transaction by saving the database changes. 
x ROLLBACK to undo all changes of a transaction. 
x SAVEPOINT to divide the transaction into smaller sections. It defines breakpoints for a 

transaction to allow partial rollbacks. 

COMMIT  
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PURPOSE: To end your current transaction and make permanent all changes performed in the 
transaction. This command also erases all savepoints in the transaction and releases the transaction's 
locks. You can also use this command to manually commit an in-doubt distributed transaction.  

 

SYNTAX:  

     COMMIT [WORK]  [ COMMENT 'text'   | FORCE 'text' [, integer] ] 

Where:  

x WORK : is supported only for compliance with standard SQL. The statements COMMIT and 
COMMIT WORK are equivalent.  

x COMMENT : specifies a comment to be associated with the current transaction. The 'text' is a 
quoted literal of up to 50 characters that Oracle stores in the data dictionary view 
DBA_2PC_PENDING along with the transaction ID if the transaction becomes in-doubt.  

x FORCE : manually commits an in-doubt distributed transaction. The transaction is identified 
by the 'text' containing its local or global transaction ID. To find the IDs of such transactions, 
query the data dictionary view DBA_2PC_PENDING. You can also use the integer to 
specifically assign the transaction a system change number (SCN). If you omit the integer, the 
transaction is committed using the current SCN.  
COMMIT statements using the FORCE clause are not supported in PL/SQL.  

PREREQUISITES:  

You need no privileges to commit your current transaction.  
To manually commit a distributed in-doubt transaction that you originally committed, you must have 
FORCE TRANSACTION system privilege. To manually commit a distributed in-doubt transaction 
that was originally committed by another user, you must have FORCE ANY TRANSACTION system 
privilege.  

Example:  

To commit your current transaction, enter  

SQL> COMMIT WORK; 
Commit complete. 
 ROLLBACK  
PURPOSE:  

To undo work done in the current transaction.  You can also use this command to manually und the 
work done by an in-doubt distributed transaction.  

SYNTAX:  

     ROLLBACK [WORK][ TO [SAVEPOINT] savepoint | FORCE 'text' ] 

www.studentsfocus.com



Sri Vidya College of Engineering and Technology  course material (Lecture Notes) 

CS6302 DATABASE MANAGEMENT SYSTEMS                                                                                           UNIT-2 

Where:  
x WORK : is optional and is provided for ANSI compatibility.  
x TO : rolls back the current transaction to the specified savepoint. If you omit this clause, the 

ROLLBACK statement rolls back the entire transaction.  
x FORCE : manually rolls back an in-doubt distributed transaction. The transaction is identified 

by the 'text' containing its local or global transaction ID. To find the IDs of such transactions, 
query the data dictionary view DBA_2PC_PENDING.  
ROLLBACK statements with the FORCE clause are not supported in PL/SQL.  

PREREQUISITES:  

To roll back your current transaction, no privileges are necessary.  
To manually roll back an in-doubt distributed transaction that you originally committed, you must 
have FORCE TRANSACTION system privilege. To manually roll back an in-doubt distributed 
transaction originally committed by another user, you must have FORCE ANY TRANSACTION 
system privilege.  

Example:  

To rollback your current transaction, enter  

SQL> ROLLBACK; 
 
Rollback complete.  

 

CLOSING TRANSACTION: 
 
A Transaction can be closed by using either a Commit or a Rollback statement. By using these 
statement, table data can be changed or all the changes made to the table data undo. 
 
Using COMMIT: 
 
A COMMIT ends the current transaction and makes permanent any changes made during the 
transaction. All transaction locks acquired on tables are released. 
 
Syntax: 
   COMMIT; 
 
Using ROLLBACK: 
 
A ROLLBACK does exactly the opposite of COMMIT. It ends the transaction but undoes any 
changes made during the transaction. All transaction locks acquired on tables are released. 
 
  Syntax: 
                     ROLLBACK  [WORK] [TO SAVEPOINT]  < Save-point_Name> 
 
WORK:                                 It is optional and is provided for ANSI compatibility 
SAVEPOINT :                 It is optional and it is used to rollback a partial transaction, as far as the 
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specified savepoint. 
SAVEPOINTNAME:  It is a savepoint created during the current transaction    
 
Crating a SAVEPOINT: 
 
SAVEPOINT marks and saves the current point in the processing of a transaction. When a 
SAVEPOINT is used with a ROLLBACK statement, parts of a transaction can be undone. An active 
savepoint is one that is specified since the last COMMIT or ROLLBACK. 
 
Syntax:  
                 SAVEPOINT  <SavePointName> 
 
Example: 
 
DECLARE 
                         Total_Sal  number(9); 
BEGIN 
                INSERT INTO Emp  VALUES('E101', 'Aamir', 10, 7000'); 
                INSERT INTO Emp  VALUES('E102', 'Aatif', 11, 6500'); 
  
SAVEPOINT   no_update; 
 
UPDATE Emp SET salary =salary+2000 WHERE Emp_Name = 'Aamir'; 
UPDATE Emp SET salary =salary+2000 WHERE Emp_Name = 'Aatif'; 
 
SELECT sum(Salary) INTO Total_sal  FROM Emp; 
 
IF  Total_Sal > 15000  THEN 
           ROLLBACK  To  SAVEPOINT   no_update; 
 END IF; 
 
COMMIT; 
END; 
 
The bove PL/SQL block, it will insert two records in the table Emp, then after no_update SavePoint 
has been declared. 
on both of record the updated with 2000 respectively, now calculated all the salary in Emp Table, If 
Salary has been reached more than 15000 in its table, then it is automatically rolled back, it means 
undo that was updated earlier by 2000. If this type situation is coming then you can use these 
commands. 
 
Embedded SQL 

Embedded SQL is a method of combining the computing power of a programming 
language and the database manipulation capabilities of SQL. Embedded SQL statements are SQL 
statements written inline with the program source code of the host language. The embedded SQL 
statements are parsed by an embedded SQL preprocessor and replaced by host-language calls to a 
code library. The output from the preprocessor is then compiled by the host compiler. This allows 
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programmers to embed SQL statements in programs written in any number of languages such 
as: C/C++, COBOL and Fortran. 

The SQL standards committee defined the embedded SQL standard in two steps: a formalism 
called Module Language was defined, then the embedded SQL standard was derived from Module 
Language. 

Embedded SQL is a robust and convenient method of combining the computing power of a 
programming language with SQL's specialized data management and manipulation capabilities. 

 

Static Vs Dynamic SQL: 

Static SQL  

 The source form of a static SQL statement is embedded within an application  program written in a 
host language such as COBOL.  

 The statement is prepared  before the program is executed and the operational form of the 
statement  persists beyond the execution of the program.  

 Static SQL statements in a source program must be processed before the  program is compiled. 
This processing can be accomplished through the DB2  precompiler or  the SQL statement 
coprocessor.  

 The DB2 precompiler or the coprocessor  checks the syntax of the SQL statements, turns them 
into host language comments, and generates host language statements to invoke DB2.   

 The preparation of an SQL application program includes precompilation, the  preparation of its 
static SQL statements, and compilation of the modified  source program.  

Dynamic SQL: 

 Programs that contain embedded dynamic SQL statements must be precompiled  
like those that contain static SQL, but unlike static SQL, the dynamic  
statements are constructed and prepared at run time.  

 The source form of a dynamic  
statement is a character string that is passed to DB2 by the program using the static SQL  
statement PREPARE or EXECUTE IMMEDIATE.  

Query Processing and Optimization (QPO) 

  
 Basic idea of QPO  

 In SQL, queries are expressed in high level declarative form 

 QPO translates a SQL query to an execution plan 

• over physical data model 
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• using operations on file-structures, indices, etc. 

 Ideal execution plan answers Q in as little time as possible  

 Constraints: QPO overheads are small 

• Computation time for QPO steps << that for execution plan 

Three Key Concepts in QPO 

 Building blocks 

 Most cars have few motions, e.g. forward, reverse 

 Similar most DBMS have few building blocks: 

• select (point query, range query), join, sorting, ... 

 A SQL queries is decomposed in building blocks 

 2. Query processing strategies for building blocks 

 Cars have a few gears for forward motion: 1st, 2nd, 3rd, overdrive 

 DBMS keeps a few processing strategies for each building block 

• e.g. a point query can be answer via an index or via scanning data-file 

 3. Query optimization  

 Automatic transmission tries to picks best gear given motion parameters 

 For each building block of a given query, DBMS QPO tries to choose 

• ―Most efficient‖ strategy given database  parameters 

• Parameter examples: Table size, available indices, … 

Ex. Index search is chosen for a point query if the index is available 

QPO Challenges 

 Choice of building blocks 

 SQL Queries are based on relational algebra (RA) 

 Building blocks of RA are select, project, join  

•  Details in section 3.2 (Note symbols sigma, pi and join) 

 SQL3 adds new building blocks like transitive closure  
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• Will be discussed in chapter 6 

 Choice of processing strategies for building blocks 

 Constraints: Too many strategies=> higher complexity  

 Commercial DBMS have a total of 10 to 30 strategies 

• 2 to 4 strategies for each building block 

 How to choose the ―best‖ strategy from among the applicable ones? 

 May use a fixed priority scheme  

 May use a simple cost model based on DBMS parameters 

QPO Challenges in SDBMS 

 Building Blocks for spatial queries 

 Rich set of spatial data types, operations  

 A consensus on ―building blocks‖ is lacking 

 Current choices include spatial select, spatial join, nearest neighbor 

 Choice of strategies 

 Limited choice for some building blocks, e.g. nearest neighbor 

 Choosing best strategies 

 Cost models are more complex since 

• Spatial Queries are both CPU and I/O intensive 

• while traditional queries are I/O intensive 

Cost models of spatial strategies are in not mature. 

Query Processing and Optimizer process 

• A site-seeing trip  

• Start : A SQL Query 

• End: An execution plan 

• Intermediate Stopovers 

• query trees 
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• logical tree transforms 

• strategy selection 

   

Query Trees 

• Nodes =  building blocks of (spatial) queries  

• symbols sigma, pi and join 

•  Children = inputs to a building block 

•  Leafs = Tables  

Example SQL query and its query tree follows: 
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Logical Transformation of Query Trees 

• Motivation 

•  Transformation do not change the answer of the query 

•  But can reduce computational cost by 

•  reducing data produced by sub-queries 

•  reducing computation needs of parent node  

•  Example Transformation 

•  Push down select operation below join 

•  Example: Fig. 5.4 (compare w/ Fig 5.3, last slide) 

•  Reduces size of table for join operation 

•  Other common transformations 

•  Push project down  

•  Reorder join operations  

• Traditional logical transform rules 

• For relational queries with simple data types and operations 

•  CPU costs are much smaller and I/O costs 

•  Need to be reviewed for spatial queries 

•  complex data types, operations 

•  CPU cost is higher  

Execution Plans 

 An execution plan has 3 components 

 A query tree  

 A strategy selected for each non-leaf node 

 An ordering of evaluation of non-leaf nodes  

Query Decomposition 

  Normalization  
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o manipulate query quantifiers and qualification 

 Analysis  

o detect and reject ―incorrect‖ queries 

o possible for only a subset of relational calculus 

 Simplification  

o eliminate redundant predicates 

 Restructuring  

o calculus query Þ algebraic query 

o more than one translation is possible 

o use transformation rules 

Trends in Query Processing and Optimization 

 Motivation 

 SDBMS and GIS are invaluable to many organizations 

 Price of success is to get new requests from customers 

• to support new computing hardware and environment 

• to support new applications 

 New computing environments  

 Distributed computing  

 Internet and web  

 Parallel computers  

 New applications 

 Location based services, transportation  

 Data Mining  

 Raster data  

Distributed Spatial Databases 

 Distributed Environments 
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 Collection of autonomous heterogeneous computers 

 Connected by networks 

 Client-server architectures 

• Server computer provides well-defined services  

• Client computers use the services 

 New issues for SDBMS 

 Conceptual data model -  

• Translation between heterogeneous schemas 

 Logical data model 

• Naming and querying tables in other SDBMSs 

• Keeping copies of tables (in other SDBMs) consistent with original table 

 Query Processing and Optimization 

• Cost of data transfer over network may dominate CPU and I/O costs 

• New strategies to control data transfer costs 

  

 

7.Application :Heuristics and Cost Estimates in Query Optimization 

� Process for heuristics optimization 

1. The parser of a high-level query generates an initial internal representation; 

2. Apply heuristics rules to optimize the internal representation. 

3. A query execution plan is generated to execute groups of operations based on the 

access paths available on the files involved in the query. 

� The main heuristic is to apply first the operations that reduce the size of intermediate results.  

E.g., Apply  SELECT and PROJECT operations before applying the JOIN or other binary operations. 

� Query tree: 
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� A tree data structure that corresponds to a relational algebra expression. It represents 

the input relations of the query as leaf nodes of the tree, and represents the relational 

algebra operations as internal nodes.   

� An execution of the query tree consists of executing an internal node operation whenever its 

operands are available and then replacing that internal node by the relation that results from 

executing the operation. 

Query graph: 

A graph data structure that corresponds to a relational calculus expression. It does not indicate an order 

on which operations to perform first. There is only a single graph corresponding to each query. 

� Example: 

� For every project located in ‗Stafford‘, retrieve the project number, the controlling 

department number and the department manager‘s last name, address and birthdate. 

� Relation algebra: 

pPNUMBER, DNUM, LNAME, ADDRESS, BDATE (((sPLOCATION=‗STAFFORD‘(PROJECT)) 

 DNUM=DNUMBER (DEPARTMENT))      MGRSSN=SSN (EMPLOYEE)) 

� SQL query: 

Q2:    SELECT   P.NUMBER,P.DNUM,E.LNAME, 

     E.ADDRESS, E.BDATE 

   FROM  PROJECT AS P,DEPARTMENT AS D, EMPLOYEE AS E 

   WHERE   P.DNUM=D.DNUMBER AND     

      D.MGRSSN=E.SSN AND

 P.PLOCATION=‗STAFFORD‘; 

www.studentsfocus.com



Sri Vidya College of Engineering and Technology  course material (Lecture Notes) 

CS6302 DATABASE MANAGEMENT SYSTEMS                                                                                           UNIT-2 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

 

� Heuristic Optimization of Query Trees: 

� The same query could correspond to many different relational algebra expressions — 
and hence many different query trees. 
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� The task of heuristic optimization of query trees is to find a final query tree that is 
efficient to execute. 

� Example: 

Q:   SELECT  LNAME 

  FROM  EMPLOYEE, WORKS_ON, PROJECT 

  WHERE   PNAME = ‗AQUARIUS‘ AND       
     PNMUBER=PNO AND ESSN=SSN AND BDATE > ‗1957-12-
31‘; 
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� General Transformation Rules for Relational Algebra Operations: 

1. Cascade of s: A conjunctive selection condition can be broken up into a cascade (sequence) 
of individual s operations: 

� s c1 AND c2 AND ... AND cn(R) = sc1 (sc2 (...(scn(R))...) )   

2. Commutativity of s: The s operation is commutative: 

� sc1 (sc2(R)) = sc2 (sc1(R))  

3. Cascade of p: In a cascade (sequence) of p operations, all but the last one can be ignored:  

� pList1 (pList2 (...(pListn(R))...) ) = pList1(R)  

4. Commuting s with p: If the selection condition c involves only the attributes A1, ..., An in 
the projection list, the two operations can be commuted: 

pA1, A2, ..., An (sc (R)) = sc (pA1, A2, ..., An (R)) 

. Commutativity of     ( and x ): The     operation is commutative as is the x operation: 

� R    C S = S    C R;  R x  S = S x  R   
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6. Commuting s with     (or x ): If all the attributes in the selection condition c involve only the 
attributes of one of the relations being joined—say, R—the two operations can be commuted as 
follows:  

� sc ( R     S ) =  (sc (R))     S 

� Alternatively, if the selection condition c can be written as (c1 and c2), where condition c1 
involves only the attributes of R and condition c2 involves only the attributes of S, the 
operations commute as follows:  

� sc ( R     S )  =  (sc1 (R))     (sc2 (S))  

Commuting p with    (or x): Suppose that the projection list is L = {A1, ..., An, B1, ..., Bm}, 
where A1, ..., An are attributes of R and B1, ..., Bm are attributes of S. If the join condition c involves 
only attributes in L, the two operations can be commuted as follows:   

� pL ( R    C S )  = (pA1, ..., An (R))     C (p B1, ..., Bm (S)) 

� If the join condition C contains additional attributes not in L, these must be added to the 
projection list, and a final p operation is needed.  

Commutativity of set operations: The set operations υ and ∩ are commutative but ―–‖ is not.  

9. Associativity of     , x, υ, and ∩ : These four operations are individually associative; that is, 
if q stands for any one of these four operations (throughout the expression), we have 

� ( R q S ) q T  =  R q ( S q T )  

10. Commuting s with set operations: The s operation commutes with υ , ∩ , and –. If q stands 
for any one of these three operations, we have  

� sc ( R q S )  =  (sc (R)) q (sc (S))  

� The p operation commutes with υ.      pL ( R υ S )  =  (pL (R)) υ 
(pL (S))   

� Converting a (s, x) sequence into    : If the condition c of a s that follows a  x Corresponds to a 
join condition, convert the (s, x) sequence into a      as follows:    
  (sC (R x S))  =  (R    C S) 

� Other transformations 
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� Outline of a Heuristic Algebraic Optimization Algorithm: 

1. Using rule 1, break up any select operations with conjunctive conditions into a cascade of 
select operations.   

2. Using rules 2, 4, 6, and 10 concerning the commutativity of select with other operations, move 
each select operation as far down the query tree as is permitted by the attributes involved in the 
select condition.  

3. Using rule 9 concerning associativity of binary operations, rearrange the leaf nodes of the tree 
so that the leaf node relations with the most restrictive select operations are executed first in 
the query tree representation.  

4. Using Rule 12, combine a Cartesian product operation with a subsequent select operation in the 
tree into a join operation.  

5. Using rules 3, 4, 7, and 11 concerning the cascading of project and the commuting of project 
with other operations, break down and move lists of projection attributes down the tree as far 
as possible by creating new project operations as needed.   

Identify subtrees that represent groups of operations that can be executed by a single algorithm. 

�  Heuristics for Algebraic Optimization:  

1. The main heuristic is to apply first the operations that reduce the size of intermediate 
results.  

2. Perform select operations as early as possible to reduce the number of tuples and 
perform project operations as early as possible to reduce the number of attributes. (This 
is done by moving select and project operations as far down the tree as possible.) 

3. The select and join operations that are most restrictive should be executed before other 
similar operations. (This is done by reordering the leaf nodes of the tree among 
themselves and adjusting the rest of the tree appropriately.)   

� Query Execution Plans  
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1. An execution plan for a relational algebra query consists of a combination of the 
relational algebra query tree and information about the access methods  to be used for 
each relation as well as the methods to be used in computing the relational operators 
stored in the tree. 

2. Materialized evaluation: the result of an operation is stored as a temporary relation. 

Pipelined evaluation: as the result of an operator is  produced, it is forwarded to the next operator in 
sequence. 

� Cost-based query optimization: 

� Estimate and compare the costs of executing a query using different execution 
strategies and choose the strategy with the lowest cost estimate.  

� (Compare to heuristic query optimization) 

� Issues  

� Cost function 

Number of execution strategies to be considered 

� Cost Components for Query Execution 

1. Access cost to secondary storage 

2. Storage cost 

3. Computation cost 

4. Memory usage cost 

5. Communication cost 

� Note: Different database systems may focus on different cost components. 

� Catalog Information Used in Cost Functions 

1. Information about the size of a file  

� number of records (tuples) (r),  

� record size (R),  

� number of blocks (b)  

� blocking factor (bfr)  

2. Information about indexes and indexing attributes of a file 
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� Number of levels (x) of each multilevel index 

� Number of first-level index blocks (bI1) 

� Number of distinct values (d) of an attribute 

� Selectivity (sl) of an attribute 

� Selection cardinality (s) of an attribute. (s = sl * r) 

� Examples of Cost Functions for SELECT 

� S1. Linear search (brute force) approach  

1. CS1a = b;  

2. For an equality condition on a key, CS1a = (b/2) if the record is found; otherwise CS1a = 
b. 

� S2. Binary search: 

1. CS2 = log2b + (s/bfr)º –1 

2. For an equality condition on a unique (key) attribute, CS2 =log2b 

� S3. Using a primary index (S3a) or hash key (S3b) to retrieve a single record 

1. CS3a = x + 1;  CS3b = 1 for static or linear hashing; 

CS3b = 1 for extendible hashing; 

� S4. Using an ordering index to retrieve multiple records:  

� For the comparison condition on a key field with an ordering index, CS4 = x + (b/2)  

� S5. Using a clustering index to retrieve multiple records: 

� CS5 = x + ┌ (s/bfr) ┐  

� S6. Using a secondary (B+-tree) index: 

� For an equality comparison, CS6a = x + s;   

� For an comparison condition such as >, <, >=, or <=,  

� CS6a = x + (bI1/2) + (r/2) 

� S7. Conjunctive selection:  

� Use either S1 or one of the methods S2 to S6 to solve.  
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� For the latter case, use one condition to retrieve the records and then check in the 
memory buffer whether each retrieved record satisfies the remaining conditions in the 
conjunction. 

� S8. Conjunctive selection using a composite index: 

� Same as S3a, S5 or S6a, depending on the type of index. 

� Examples of Cost Functions for JOIN 

� Join selectivity (js) 

� js = | (R     C S) | / | R x  S | = | (R    C S) | / (|R| * |S |) 

� If condition C does not exist, js = 1; 

� If no tuples from the relations satisfy condition C, js = 0; 

� Usually, 0 <= js <= 1; 

� Size of the result file after join operation 

� | (R     C S) |  = js * |R| * |S | 

� J1. Nested-loop join: 

� CJ1 = bR + (bR*bS) + ((js* |R|* |S|)/bfrRS) 

� (Use R for outer loop) 

� J2. Single-loop join (using an access structure to retrieve the matching record(s)) 

� If  an index exists for the join attribute B of S with index levels xB, we can retrieve each 
record s in R and then use the index to retrieve all the matching records t from S that 
satisfy t[B] = s[A]. 

� The cost depends on the type of index. 

� J2. Single-loop join (contd.) 

� For a secondary index,  

� CJ2a =  bR + (|R| * (xB + sB)) + ((js* |R|* |S|)/bfrRS); 

� For a clustering index, 

� CJ2b =  bR + (|R| * (xB + (sB/bfrB))) + ((js* |R|* |S|)/bfrRS); 

� For a primary index, 
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� CJ2c =  bR + (|R| * (xB + 1)) + ((js* |R|* |S|)/bfrRS); 

� If a hash key exists for one of the two join attributes — B of S 

� CJ2d =  bR + (|R| * h) + ((js* |R|* |S|)/bfrRS); 

� J3. Sort-merge join: 

� CJ3a =  CS + bR + bS + ((js* |R|* |S|)/bfrRS);   

� (CS: Cost for sorting files) 

� Multiple Relation Queries and Join Ordering 

� A query joining n relations will have n-1 join operations, and hence can have a large 
number of different join orders when we apply the algebraic transformation rules.  

� Current query optimizers typically limit the structure of a (join) query tree to that of 
left-deep (or right-deep) trees. 

� Left-deep tree: 

� A binary tree where the right child of each non-leaf node is always a base relation. 

� Amenable to pipelining 

Could utilize any access paths on the base relation (the right child) when executing the 
join. 

� Oracle DBMS V8 

� Rule-based query optimization: the optimizer chooses execution plans based on 
heuristically ranked operations.  

� (Currently it is being phased out)  

� Cost-based query optimization: the optimizer examines alternative access paths and 
operator algorithms and chooses the execution plan with lowest estimate cost. 

� The query cost is calculated based on the estimated usage of resources such as 
I/O, CPU and memory needed. 

� Application developers could specify hints to the ORACLE query optimizer. 

� The idea is that an application developer might know more information about the data. 

� Semantic Query Optimization: 

� Uses constraints specified on the database schema in order to modify one query into 
another query that is more efficient to execute.  
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� Consider the following SQL query, 

 SELECT E.LNAME, M.LNAME 

 FROM EMPLOYEE E M 

 WHERE E.SUPERSSN=M.SSN AND E.SALARY>M.SALARY  

� Explanation: 

� Suppose that we had a constraint on the database schema that stated that 
no employee can earn more than his or her direct supervisor. If the semantic query 
optimizer checks for the existence of this constraint, it need not execute the query at all 
because it knows that the result of the query will be empty. Techniques known as 
theorem proving can be used for this purpose.  
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